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Executive summary
This document is the technical specification report of the initial mechanisms and tools that MUSA
offers to support deployment of multi-cloud applications. This report together with the accompanying
software prototypes that implement the tools constitute the deliverable D3.2 Initial secure multi-cloud
deployment mechanisms and tools of the MUSA Project.
In particular, this document focuses on the deployment planning and deployment execution phases of
the MUSA multi-cloud application life-cycle. The deployment planning involves the creation of the
deployment scripts for deploying multi-cloud application components, while deployment execution
refers to the cloud resources acquisition and initialization in the selected cloud providers, as well as
the installation of the multi-cloud application artefacts and/or MUSA agents in the corresponding
cloud resources.
First, the document identifies the main challenges and state-of-the-art in multi-cloud deployment and
the scope of MUSA approach addressing the requirements posed in WP1 Multi-Cloud security
requirements and MUSA framework for the deployment support.
The document then describes in detail the initial design of the MUSA Deployer (Key Result KR4 of
MUSA) and the current status of its implementation and its integration with other tools in the MUSA
framework. The links to the corresponding software prototypes are referred along the description.
The document includes in Appendix B the deployment Implementation plan schema adopted in
MUSA and in Appendix C an example Implementation plan from Case Study B – Smart Mobility
multi-cloud application in MUSA.

D3.2 Initial secure multi-cloud deployment mechanisms and tools

8

1 Introduction
1.1 Objective of this document
This document is the technical specification report included in deliverable entitled D3.2 Initial secure
multi-cloud deployment mechanisms and tools of the MUSA Project.
The document provides a description of the preliminary mechanisms and tools that MUSA offers to
support the distributed deployment of multi-cloud applications in heterogeneous cloud services.
The main objective of this document is to introduce the state-of-the-art solutions for distributed
deployment in cloud and the decisions taken in MUSA for building the project approach to secure
multi-cloud deployment. The document addresses the project Objective SO4, i.e. the provision of an
automated deployment environment that, based on an intelligent decision support system, will allow
for the dynamic distribution of multi-cloud application components across the combination of cloud
resources that best matches the optimum trade-off between functional and security requirements of the
overall application.
The document is accompanied by the actual implementation of the mechanisms in form of a software
prototype which is already available as explained in section 5.

1.2 Structure of this document
After this introductory section, the document is structured as follows:


Section 2 describes the focus of the deployment work in MUSA and the main relevant stateof-the-art solutions for multi-cloud deployment.



Section 3 explains the MUSA project requirements on secure multi-cloud deployment and the
status of the requirements coverage by the initial mechanisms and tools developed so far.



Section 4 focuses on MUSA Deployer tool architecture design description.



Section 5 provides details on the current initial MUSA Deployer prototype implementation.



Section 6 summarizes the main innovation brought by MUSA mechanisms and tools on multicloud deployment.



Section 7 concludes the document by explaining the future work in multi-cloud deployment
till the end of the project.



The Appendix A contextualizes the document by describing the MUSA motivation and
background.



In the Appendix B we include the complete deployment Implementation plan schema adopted
in MUSA.



Finally, the Appendix C illustrates the deployment Implementation plan format through an
example of the Implementation plan generated for the Case Study B of MUSA.

1.3 Relationships with other deliverables
This deliverable contains the initial methods and tools for multi-cloud deployment developed in the
context of the MUSA project.
It assumes as an input the requirement analysis and the architecture defined in D1.1 Initial MUSA
framework specification and refines such results mainly with respect to the deployment process, whose
overview is also provided in D1.2 Guide to security management in multi-cloud applications lifecycle,
and in particular to its Deployment of multi-cloud application components and Reacting to security
incidents and Security SLAs violations activities. The development of the methods and tools will
continue throughout the duration of the project and the advances and final results will be proposed in
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deliverable D3.4 Final secure multi-cloud deployment mechanisms and tools to be delivered at the end
of the project.
With respect to the integration of the deployment implementation in the MUSA framework, this
deliverable is also related to other two deliverables:


D2.2 Initial MUSA IDE for security-aware design of multi-cloud applications, which includes the
implementation and description of the initial version of the MUSA Integrated Development
Environment for multi-cloud application security-aware design, particularly the MUSA Modeller.
This is the initial step in MUSA to define the multi-cloud deployment requirements of the multicloud application.



D3.1 Initial security based discovery and composition mechanisms and tools, which includes the
implementation and description of the initial version of the cloud services discovery and matchmaking processes supported by the Decision Support Tool (DST) in MUSA. These are previous
steps to multi-cloud deployment described in the present document.



D4.1 Initial security assurance mechanisms and tools, which describes the initial version of the
security assurance process supported by the MUSA Security Assurance Platform in MUSA. This
is the following step to multi-cloud deployment.

1.4 Contributors
The following partners have mainly contributed to this deliverable:


Tecnalia: multi-cloud application deployment model definition, alignment with overall
architecture and workflow (D1.1 and D1.2), and design and implementation of initial prototype of
Deployer Planner.



CERICT: multi-cloud application deployment scenarios, alignment with multi-cloud application
Security by Design mechanisms (WP2), as well as design and implementation of initial prototype
of Deployer Broker with multiple CSPs.

1.5 Acronyms and abbreviations
API

Application Programming Interface

PaaS

Platform-as-a-Service

CPIM

Cloud Provider Independent Model

SaaS

Software-as-a-Service

CSP

Cloud Service Provider

SLA

Service Level Agreement

DST

Decision Support Tool

SLO

Service Level Objective

IaaS

Infrastructure-as-a-Service

VM

Virtual Machine
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2 Multi-cloud deployment challenges and existing solutions
The objective of MUSA Deployer is to provide a dynamic mechanism that enables the automated
configuration and deployment of the multi-cloud application components in cloud resources of
heterogeneous cloud providers, thus allowing their interoperation even if they are running in different
cloud settings.
The project is researching on how the deployment and re-deployments of application components can
be carried out in order to ensure the application Service Level Agreement (SLA) holds at runtime.
In this section we explain the challenges and existing approaches for multi-cloud (re)deployment, and
describing how MUSA innovation goes beyond state-of-the-art. A summary of the main innovation
points can be found in section 6.

2.1 Multi-cloud deployment challenges
In multi-cloud approach of MUSA, the components of the application are independent software
components that can be (i) deployed on cloud IaaS resources (i.e., virtual machines) or (ii) offered asa-service (SaaS) that implements the needed functionalities.
Federated clouds usually refer to interconnected cloud infrastructures in which providers collaborate
to offer their resources/services, whilst in multi-cloud the fundamental assumption is that the
consumed cloud resources/services, being them infrastructure, platform or software as a service,
belong to different providers with no need of previous agreement among them.
In federated clouds providers share their resources and those with excess capacity lease it to providers
in temporary need of additional resources. Ideally, the mechanism should allow the application
components being deployed anywhere in the federated cloud, which results in a flexible and costefficient alternative to over-provisioning. Similarly, in ideal multi-cloud each application component
may be distributed in any cloud, even if the cloud providers are not related at all to each other.
Therefore, there are a number of common challenges for deployment in both multi-cloud and
federated clouds:


the discovery of the cloud services that best match the application requirements.



the support to application consistent behaviour (e.g. access to data) regardless the components'
locations and topology of the application.



the support to inter-component communication.



the support to guaranteeing the appropriate security level of the overall application.



the support to application correctness and compliance with regulations and company policies.



allow the migration of application components across clouds.



the coherent deployment of the application keeping the deployment aligned with the designed
application security controls.



enabling distributed re-deployments when security incidents or unbalances take place in the
multi-cloud environment.

The security-driven dynamic deployment of multi-cloud applications, which is the objective of
MUSA, involves the security-driven decision for cloud service selection as well as the automated and
dynamic deployment of multi-cloud application components.
While the security-driven selection of cloud services is described in deliverable D3.1 Initial security
based discovery and composition mechanisms and tools, the focus of this deliverable is on the
automated multi-cloud deployment itself, that is, the MUSA support to the specification and execution
of the deployment of application components in potentially distributed and heterogeneous clouds.
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2.2 Existing solutions for multi-cloud deployment
In this section we describe the state-of-art of multi-cloud deployment with respect to deployment
planning and deployment provisioning and distribution of application components. It is important to
note that in the literature many works include in the deployment the cloud service selection process,
usually referred as cloud brokering. Nevertheless, we do not include the solutions for cloud service
choice decision, because MUSA workflow considers selection as a previous step that drives the
deployment planning and it is linked to the multi-cloud application risk analysis. Deliverable D3.1
describes the support to risk assessment and cloud service selection.

2.2.1 Deployment configuration or planning
The automated generation of the scripts for the provisioning of the modelled cloud resources and the
deployment of the application has been initiated in a number of European projects.
CloudML Project [1] is working in a Cloud Modelling Framework (CMF) [2] that provides two main
components: (i) a domain-specific modelling language for the provisioning and deployment of multicloud systems, and (ii) a models@runtime environment for enacting the provisioning, deployment and
adaptation of these systems. The focus of CMF is the IaaS level. In fact, the deployment approach
followed by PaaSage [3] and MODAClouds [4] projects is based on CMF.
The ARTIST project [5] is also working in a model driven automated deployment approach. The
ARTIST deployment support is intended to achieve the most generic and extensible deployment
support possible, compatible with the specific characteristics of Amazon, Google and Azure cloud
providers.
Of major importance for MUSA is the TOSCA standard [6] which also enables the operational
specification of the service components of distributed applications such as deployment [7]. TOSCA’s
approach is independent of the cloud service providers and their technology.
All above cited projects assumes that cloud application deployments and brokering relies on a twofold activity: modelling of application and resources (based on MDE techniques), automated
configuration, and resource provisioning. MUSA follows such an approach, as a consequence this
deliverable focuses on the automated configuration and provisioning of software, while Deliverable
D2.2 describes the design specification and deployment configuration of cloud applications based on
MDE techniques.

2.2.2 Deployment execution
According to the work in [8], an ideal deployment service will require the following characteristics:
automatic deployment of distributed applications, handling the complex dependencies between the
application components, dynamic provisioning of the required cloud resources, support for multiple
cloud providers and monitoring of the state of the deployment.
Moreover, the paper in [8] also brings out the need of tools that really help users to deploy their
applications in the cloud. Current cloud infrastructures provide interfaces for provisioning the desired
cloud resources by the cloud consumer in terms of e.g. CPU, memory or disk space configuration in
IaaS type cloud resource provisioning. However, the cloud service providers do not provide
application providers with an automated and standard tool for provisioning and deployment. They
usually offer a set of proprietary APIs (Application Program Interface) [9] and some few cloud
providers offer standard based interfaces or interfaces compatible with the leading providers' ones
which are in fact “de facto” standards.
Among the main initiatives for cloud interoperability standardisation there are two that stand out:
Cloud Infrastructure Management Interface (CIMI) by the Distributed Management Task Force
[10][9] and the Open Cloud Computing Interface (OCCI) by the Open Grid Forum [11].
CIMI specification describes the model and protocol for management interactions between
Infrastructure-as-a-Service (IaaS) providers and consumers, in order consumers can manage IaaS
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resources (machines, storage, and networks). The IaaS resources are modelled and made accessible via
a RESTful HTTP-based protocol, although the model can be mapped to other protocols as well. CIMI
supports resource representation in JSON and XML formats, via standard HTTP content-type
negotiation.
OCCI is a protocol and API for all kinds of management tasks, and it was originally born to create a
remote management API for IaaS resources, the current version allows managing also other cloud
model resources, e.g. PaaS and SaaS. OCCI allows the development of interoperable tools for
common tasks including deployment, autonomic scaling and monitoring. And the API is intended to
be used via HTTP, in a RESTful fashion.
The main exponent of the de facto standards is the Amazon Machine Image (AMI) [12], i.e. the API of
Amazon AWS EC2, the most adopted API by cloud products and/or providers due to AWS being the
recognized market leader and the effectiveness of the interface.
Some PaaS providers provide target-dependent SDKs which can work integrated in an IDE (Integrated
Development Environment) and allow the application developers to deploy automatically the
application they are designing inside the IDE into the cloud resource managed by the cloud service
provider. This kind of deployment tools are proprietary and therefore limited in reference to
interoperability and the number of cloud resources that they can handle. They only can manage those
resources provided by the cloud service provider which is the owner of the automated deployment
tool. Examples of such tools are Google App Engine SDK [13] and Microsoft Azure SDK [14].
The latter PaaS frameworks rely in the DevOps approach that allows the application development and
operation team to work in an integrated way automating the deployment of cloud-based distributed
applications and the management of the required cloud capabilities [9]. An example of this type of
PaaS framework is Puppet [15].
Other PaaS framework focused on enabling interoperability and portability of cloud applications
between PaaS offerings is Open Cloud Pier [16] developed in Cloud4SOA project [17]. Even if it is an
open source multi-cloud manager for PaaS able to handle multiple PaaS providers and their offerings
(AWS Beanstalk [18], Cloudbees [19], Heroku [20], CloudControl [21], CloudFoundry [22] and
OpenShift [23]) yet it does not consider multi-cloud as described in MUSA (i.e. distributed application
components over multiple cloud resources) and the security is not handled either, only computational
requirements.
According to the architectural classification of inter-clouds in the taxonomy proposed in [24], two
main types of multi-cloud developments can be distinguished to overcome vendor lock-in:


Multi-cloud library scenarios where client systems develop and use their own brokers based
on a unified cloud API in form of a library for a specific language.



Multi-cloud service scenarios where client systems access multiple clouds through the use of
a multi-cloud service that often contains a broker in it.

Among the libraries in the cloud market that provide abstraction layers for provisioning and
deployment of cloud based applications the most widely-used ones are:


Apache Jclouds [25] is an open source Java library that currently supports 10+ CSPs.



Apache Libcloud [26] is an open source Python library that currently supports 20+ CSPs.



Fog [27] is an open source Ruby library that currently supports 30+ CSPs.



pkgcloud [28] is an open source node.js library that currently supports 7+ CSPs.



elibcloud [29] is an Erlang wrapper around Libcloud.

These libraries usually come in the form of toolkits that allow writing code that can run in multiple
clouds, offering the required abstraction layer to homogenously interact with CSPs heterogeneous
services. In some cases, they even allow to directly interact with the CSP’s proprietary API to exploit
specific features. These libraries support numerous IaaS providers promoting the interoperability
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between them. However, they do not provide support for automated provisioning and deployment of
cloud resources for (multi-)cloud based applications [9].
On multi-cloud services, there are numerous examples of such services such as mOSAIC [30],
CompatibleOne [31], etc. Among such tools the alternatives we considered as a basis for the MUSA
broker are:


Apache Deltacloud [32] is an open source project of a standalone server based on Ruby that
abstracts the differences of a large number of proprietary CSP’s APIs. Deltacloud currently
supports +20 CSPs and besides its native API, it also supports the CIMI API and the
AWS/EC2 one.



OW2 Sirocco Project [33] is an open-source multi-cloud management framework developed
by OW2 and Orange Labs. The project is still in its infancy and will enable the provisioning of
IaaS resources (compute + storage + network) on multiple providers through exposing CIMI
API and performing the translation to proprietary IaaS APIs and resource models.



The SPECS broker [34], developed in the context of SPECS, offers a solution able to acquire
resources from different CSPs, and its main features are:
o

Enable access to resource from different CSPs (varying both technologies and
concrete CSP access points)

o

Acquire/Delete pools of VMs on one of the enabled external CSPs.

o

Add users (i.e. a MUSA component that acquires and manages IaaS resources) to an
available cluster of VMs.
Execute scripts on nodes: to execute scripts on a cluster of VMs.

o
o

Automatically register and configure software components over an automated
configuration management toolkit (Chef [35]).

All the above solutions, however, never explicitly address the goal of dynamically configure resources
acquired concurrently on multiple CSPs, as required in MUSA. The SPECS broker, however, enables
functionalities similar to the ones offered in MUSA, but managing only one CSP at a time. As a
consequence, the solution that best suits our needs is to develop a MUSA component on top of the
SPECS broker, adding the multi-cloud capabilities.
It is worth noticing that the SPECS broker is open source and offers a simplified set of functionalities
on a custom API, built on top of a multi-cloud toolkit library, which enables full control over all
resources acquired, simplifying the process of synchronizing multi-cloud resources.
In the context of MUSA, the deployment execution is manually initiated by the DevOps Team that is
using the framework to develop and deploy all components of the application, and therefore, it should
allow working with single and multi-cloud component deployments and re-deployments that may
affect only individual components. Besides, the separation of the planning and the broker (provision)
services allows having full control over the integration of the Deployer with other MUSA tools.
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3 MUSA deployment requirements from WP1
As described in deliverable D1.1, MUSA framework requirements were derived through the analysis
of relevant usage scenarios envisaged for the framework. Next table shows the requirements
corresponding to the Key Result KR4, that is the MUSA Deployer, and summarizes the main required
functionalities and how they have been addressed or are planned to be addressed in the tool.

ReqID
S1.3-R2

S1.3-R3

S4.2-R4

S4.2-R6

Table 1. Requirements for the MUSA Deployer and coverage
Title
Description
Prio
Coverage
rity
Deployment The MUSA Framework should 1
The initial prototype of
tool
provide a tool to support the
MUSA Deployer already
configuration
of
the
includes
a
Planner
deployment
script
of
component that allows the
distributed parts of the multispecification
of
the
cloud application.
deployment
configuration
(Implementation plan) of the
multi-cloud
application
components in distributed
cloud services, and a Broker
to effective execute such
Implementation plan.
Integrated
The MUSA Framework should 1
The initial prototype of
representatio provide the mapping between
MUSA Deployer is able to
n of security design phase representation of
create
the
deployment
properties in security properties over a
Implementation plan that
design and multi-cloud application and
details
the
deployment
operation
operation phase representation.
scenario by enriching the
information from: a) the
multi-cloud
application
CAMEL model (created by
using the MUSA IDE
Modeller) and b) its SLA
(created by using MUSA
IDE SLA Generator) defined
at design time, and therefore
the alignment between both
phases is ensured.
Redeployme The MUSA Framework should 1
The initial prototype of
nt capability provide a tool to support the
MUSA Deployer supports
reconfiguration
of
the
the
edition
of
the
deployment
script
of
Implementation plan through
distributed
application
a GUI. This way, the
components.
DevOps Team is able to
update the plan in case of
reconfigurations are needed.
Redeployme The MUSA Framework should 1
Linked to the work in
nt decision provide
a
Redeployment
Security
Assurance
at
model
decision model that describes
operation (WP4), the MUSA
when a Re-deployment is
project is still working in the
needed.
definition of the needed
redeployment
scenarios,
mechanisms and automation
support. A complete model is
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S5.4-R3

Cloud setting The MUSA Framework should 3
type
- support application developer
Deployment in deploying the multi-cloud
application in the type of cloud
setting specified.

S6.2-R2

Deployment
scripts

S6.3-R2

Redeploy
The
MUSA
framework 1
application (- provides
functionality
to
components) invoke the deployment tool for
the changed configuration and
redeploys
necessary
application (-components).

The MUSA framework creates 1
the necessary scripts to invoke
the deployment tool for the
chosen security configuration.
(They may be created partially
and completed by the system
operator afterwards.)
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envisaged for the final
version of the MUSA
framework.
The MUSA Deployer is
agnostic to the required type
of cloud setting (hybrid,
public, private, community).
The minimum requirement is
that the access credentials to
access the Cloud Service are
known by the Deployer
Broker component. Currently
the prototype is able to
deploy
in
Eucalyptus,
Openstack and Amazon
services.
The
Deployer
Planner
component of the initial
prototype
of
MUSA
Deployer creates in a semiautomatic
way
the
specification
of
the
deployment
configuration
(Implementation plan) of the
multi-cloud
application
components.
The
Implementation
plan
is
automatically created first
and then manually enriched
by the DevOps Team in
order to include some
deployment specifics of the
particular organization and
network (e.g. firewall rules,
VPN configuration, etc.)
As explained above, the
redeployment model and
mechanisms are still being
defined
in
MUSA.
Nevertheless, the Deployer
prototype is already prepared
for manually updating the
Implementation plan through
a GUI. The redeployment
involves a new discovery and
selection of Cloud Services,
and therefore the Decision
Support Tool – Decision
module in the MUSA
framework should also be
part in the redeployment
process whenever it implies
the replacement of one or
more Cloud Services.
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Distributed
multi-cloud
deployment

The MUSA framework is able 1
to deploy the application
components in a specified
distributed set of services that
satisfies communication and
security requirements.
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The
MUSA
Deployer
achieves this requirement by
acquiring cloud services
from different cloud service
providers and deploying the
components on them. The
MUSA Deployer also sets all
security
rules
so
the
communication between the
components is secure.

As it can be seen in the table, the considered requirements refer to the following aspects: (i) the
specification of the deployment configuration, (ii) the deployment execution itself, (iii) the
deployment re-configuration and (iv) the re-deployment model.
As explained in the coverage column, the initial MUSA Deployer prototype does already address a
preliminary support to all these aspects. In particular, we show the need for separation of deployment
(re-)configuration features and the deployment execution features in two different components, the
Deployer Planner and the Deployer Broker respectively, that will be explained later.
The automation as much as possible of the re-configuration and re-deployment processes is still ongoing work.
In future deliverable D3.4 Final secure multi-cloud deployment mechanisms and tools the coverage of
remaining requirements will be reported according to the final version of the tool.

3.1 Multi-cloud application deployment scenarios
In parallel to the work in WP1, in the Case studies of MUSA project we have identified three different
deployment scenarios, which represent possible deployment and usage configurations for the multicloud application components (See deliverable D2.1 for more details):
 All application components are deployed in different IaaS resources belonging to a single
Cloud Service Provider (CSP) and one component uses SaaS services offered by different
CSPs. In this scenario, all the multi-cloud application components are deployed on a single
virtual machine offered by an IaaS CSP, while multiple SaaS providers are used to acquire
the services needed by one of the components.


The multi-cloud application components are distributed among multiple IaaS resources
belonging to different CSPs (i.e. virtual machines acquired from different IaaS CSPs), and no
SaaS services are involved.



The multi-cloud application uses multiple IaaS CSPs to host its components and also relies
upon SaaS services offered by multiple CSPs.

The deployment tools in MUSA should be able to support the three types of deployment above from
the project Case Studies.

3.2 Multi-cloud application re-deployment scenarios
As identified in Table 1 above, the MUSA multi-cloud deployment mechanisms need to support redeployment. There are a number of situations when the need of deploying the multi-cloud application
components in different cloud services can be envisaged. For example, in case the bad security
performance of a selected cloud service causes a violation of a security service level objective stated in
the multi-cloud application SLA, the DevOps Team may need to replace the failing cloud service with
some “equivalent” service that can provide similar functionality and security properties. In general, a
redeployment process is needed in all those cases when changes in the cloud providers SLAs affect the
multi-cloud application SLA fulfilment. Note that in MUSA, the redeployment of a multi-cloud
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application component in a different location of the same Cloud Service Provider is considered a redeployment in a different Cloud Service, as the location is one of the attributes that characterize the
Cloud Services.
The security assurance services at runtime (developed in WP4) monitor the fulfilment of the multicloud application SLA and trigger new redeployments by using notification services.
The main challenge of redeployment resides in minimizing its impact on the maintenance of functional
and security parameters of the multi-cloud application while it is being executed.
In MUSA, redeployment is not a fully automated process as it requires that the DevOps Team uses the
Cloud Services selection Decision Support Tool (see deliverable D3.1) in order to look for a new
Cloud Service combination to use for one or more multi-cloud application components (for example,
at least for the component that used the failing cloud service). This is needed in order to make sure the
new Cloud Service combination with the Cloud Service replacement still holds the multi-cloud
application security requirements. The Cloud Services selection is not an automated decision in
MUSA as it involves the balancing of a multitude of factors on the Cloud Service offers, and requires
consensus of different points of view of the diverse roles in the DevOps Team (Security Architect,
Service Business Manager, System Administrator, etc.).
Another big challenge of redeployment is the ability for migration (physical relocation) not only of the
application components (VMs) but also their data from one environment to another while keeping
access to the data. The data migration is not the focus of MUSA but it is an issue that needs to be
studied together with the redeployment model and mechanisms, which is still on-going work in the
project.
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4 MUSA Deployer architecture
In this section we describe the automated deployment module, named MUSA Deployer, which has
been developed in MUSA project on top of existing open source tools.
The MUSA framework offers a distributed deployment service based on the selection of the cloud
service providers that best match with the application risk analysis, the subsequent security
requirements as well as functional and business needs. This includes support to:


Cloud resource categorization by cloud service provider based on the measures of the
security and functional properties at real time. This feature is included in the MUSA Decision
Support Tool - Decision (KR3). See deliverable D3.1 for more information.



Selection of the cloud resources which combination is compliant with the security and
functional requirements specified in the multi-cloud application composite SLA, after a
previous simplified process of risk analysis. The decision support tool includes intelligent
rules to present to the DevOps Team options of candidate combinations of cloud services
which SLAs best match with the application component requirements. This feature is included
in the MUSA Decision Support Tool - Decision (KR3). See deliverable D3.1 for more
information.



Automated deployment of the multi-cloud application, distributing each of the application
components’ packages (artefacts) in the matched cloud service. This feature is included in the
MUSA Deployer (KR4) and involves a number of operations grouped in two logical
components, as explained below.

Therefore, the MUSA Deployer (KR4) is the main responsible for the automated deployment of the
multi-cloud applications and it mainly performs the following operations:


Prepare and implement the Implementation plan:
The Deployer must be able to actually prepare and configure the deployment Implementation
plan, named “Implementation plan”, on the basis of the application architecture and
description, the SLA and the service selection, by orchestrating the acquisition of the needed
resources, their configuration and the activation of involved services.



Acquire resources:
The Deployer must be able to acquire all the resources needed, based on the Implementation
plan created.



Deploy and configure:
The Deployer must be able to deploy and configure all the resources according to what has
been specified in the Implementation plan.



Start cloud services:
The Deployer must be able to properly start the needed cloud services on top of the acquired
resources, in order to execute the Implementation plan.

4.1 Component model
The operations explained in the previous section are offered by three different architectural
components:


Core component: it is in charge of invoking the other two components the Deployer Planner
and the Deployer Broker when needed. This component is the one that exposes the REST API
interface and is in charge of the persistence of the created files.



Planner component: it collects information about the multi-cloud application and generates a
deployment Implementation plan according to it. The multi-cloud application information
includes: (i) the CPIM (Cloud Provider Independent Model) coded in Camel format that
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represents multi-cloud components deployment specifics (including MUSA security
components), (ii) the Service Level Agreements (SLAs) of the multi-cloud application
components, which include information about the selected cloud services for deploying the
multi-cloud application components. This plan can be later completed by a DevOps Team.


Broker component: once the Implementation plan is completed, the broker component
deploys and configures the different cloud components of the plan into the appropriate cloud
providers.
Figure 1 illustrates a high level overview of the full architecture.

Figure 1. MUSA Deployer architecture overview
The MUSA Deployer core is the one exposing the REST API of the tool and in charge of invoking the
Planner and Broker components explained below. The invocation of these tools is performed via Java
API.
The Planner component is in charge of building the Implementation plan. It takes as input the
following items:
1. the application formal description which is the CPIM in camel format. This input is retrieved
by invoking a REST API offered by the MUSA Modeller (see deliverable D2.2).
2. the Security Service Level Agreements, which are retrieved from the MUSA SLA Repository
by invoking a REST API. The SLAs of the multi-cloud application already includes the data
about the selected cloud services by the DevOps Team though the Decision Support Tool
(DST) usage.
Then the Planner generates a deployment plan which is called the Implementation plan. This
Implementation plan can be reviewed and updated by the DevOps Team though the MUSA Front-end.
Once the plan is completed, the Deployer core invokes the MUSA SLA Generator in order to trigger
the generation of the composite SLA of the multi-cloud application.
Afterwards, the Broker component is invoked by the Deployer core, which is invoked by the DevOps
Team, in order to actually execute the plan. When the deployment is completed, the MUSA Security
Assurance Platform will be informed by the Deployer Core about the components of the multi-cloud
application that have been deployed. So the MUSA Security Assurance Platform can start monitoring
the multi-cloud application components.
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All calls between MUSA tools will be performed by invoking the REST APIs published by the
corresponding MUSA tools.
The Broker component is in charge of deploying the application components on the different selected
CSP. It takes as input the Implementation plan and, according to the plan, it acquires resources and
deploys the software components, not only components of the application but also the specified
MUSA security agents. The Broker implementation relies on the well-known Chef technology [35].
The output of the MUSA Deployer is the multi-cloud application components deployed and running in
the multi-cloud environment.
Next figure shows the MUSA overall workflow and the how the MUSA Deployer fits in it. During the
design phase, the DevOps Team first models the CPIM of the multi-cloud application using the
MUSA Modeller. Then the DevOps Team obtains the security requirements through the risk
assessment process. Afterwards, together with the security requirements the DevOps Team can include
other criteria such as business criteria and can search the best cloud services that match those criteria
relying on the MUSA DST. Having selected the list of the cloud services that best match the
requirements of the multi-cloud application and having previously defined the security requirements,
the DevOps Team can generate the SLAs for the multi-cloud application. These SLAs will be stored in
the SLA Repository and will be retrieved by the MUSA Deployer via REST API, so it can generate
the Implementation plan for the multi-cloud application. The MUSA Deployer also needs the CPIM
which will be retrieved via REST API from the MUSA Modeller.

Figure 2. MUSA overall process
Once the Implementation plan in generated, the MUSA Deployer shares it with the SLA Generator, so
this tools can generated the composite SLA for the whole multi-cloud application. Finally, the MUSA
Deployer is invoked by the DevOps Team in order to deploy the multi-cloud application (by following
the Implementation plan).
In the initial description of the MUSA architecture of deliverable D1.1 the operations explained in the
previous section were logically separated in two different modules of the overall framework: MUSA
Deployer – decision and MUSA Deployer Provision. However, as mentioned above, the actual MUSA
Deployer architecture is composed of three modules. Next table shows the mapping between the
modules in D1.1 deliverable and the present deliverable.
Table 2. Mapping of MUSA Deployer modules to architecture in D1.1
Module name in D1.1
MUSA
decision

Deployer

Module description in D1.1

Module name in D3.2

– The module that allows the automated MUSA Deployer Planner
distributed deployment and re-deployment
of the mc app components to multiple
cloud providers. In order to do so, it
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interprets the Security SLA and
configures the deployment accordingly.
MUSA
Deployer
provision

- The module that executes the deployment MUSA Deployer Broker
itself, and therefore enables the provision
of mc app components deployed in
multiple cloud providers.

--

--

MUSA Deployer Core (New
module, for better reflecting
the actual implementation).

4.1.1 Deployer Core
4.1.1.1 Overview
The Deployer Core is the main component of the Deployer, in charge of invoking the other two
components the Deployer Planner and the Deployer Broker when needed. This component is the one
that exposes the REST API interface and is in charge of the persistence of the created files.

4.1.1.2 Component diagram
As it can be seen in next figure, the Deployer Core is mainly composed of four sub-components:
1. Deployer Core – REST: It manages the REST request capturing and response mechanism. For
that purpose, it publishes a REST API which is described in detail in section 4.4. This REST
API is used by the MUSA Front-end in order to invoke the MUSA Deployer for two main
purposes: (i) building the Implementation plan of a multi-cloud application, and (ii) deploying
all components that are part of the multi-cloud application. This last operation includes
acquiring cloud resources, deploying multi-cloud application components and starting the
cloud services and the multi-cloud application.
2. Deployer Core – Engine: According to the operation ordered to the MUSA Deployer though
the Deployer REST API, this subcomponent controls the invocation of both the MUSA
Planner and the MUSA Broker. In addition, this subcomponent also invokes the SLA
Generator in order to trigger the generation of the composite SLA of the whole multi-cloud
application once the Implementation plan is completed. And it will also invoke the MUSA
Security Assurance platform to inform that the application is deployed and is in execution, so
the MUSA Security Assurance platform can start monitoring it.


Deployer Core – Persistence: It is in charge of storing the output results from the execution of
operations explained before. In case that the building of an Implementation plan is requested,
the output item is the Implementation plan itself (the data model is described in section 4.2).
In case that deploying of a multi-cloud application is requested, the generated output item is a
deployment report that includes log traces about the execution of the deployment.
3. Deployer – Database: It is the database used by the MUSA Deployer, specifically by the
Deployer Core – Persistence subcomponent, in order to store all output data generated by the
MUSA Deployer operations. The first version of this sub-component is a file system based
database, which will be improved for the last version of the MUSA Deployer at the end of the
project.
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Figure 3. MUSA Deployer Core component diagram

4.1.2 Deployer Planner
4.1.2.1 Overview
The Deployer Planner component is the responsible for the creation of the needed multi-cloud
deployment configuration information aligned with: i) the application cloud requirements specified in
the application architecture model, i.e. the CAMEL model representing the Cloud Provider
Independent Model (CPIM), ii) the security requirements stated in the application Security SLA that
include the selected cloud service combination to use decided by the DevOps Team.
The Deployer Planner therefore requires two inputs: i) the application CPIM from MUSA IDE
Modeller, ii) the Security SLAs of the application components from the MUSA SLA Generator. The
SLAs already include the decision result from the MUSA DST-Decision on which cloud service will
be used for deploying (or in the case the service is PaaS or SaaS, to be used by) each of the application
components.
The output generated by the Deployer Planner is the deployment Implementation plan that describes
the detailed instructions for the deployment in selected cloud services.
The creation of the Implementation plan is done in two steps. First, the Deployer Planner produces an
initial Implementation plan by parsing and processing the information in the application CPIM, the
application components’ SLAs”.
This Implementation plan is shown by the MUSA Integrated Front-end to the DevOps Team, in order
they can complete it with the inter-component network configuration settings, specification of the
location of the multi-cloud application components’ artefacts, and other details. The MUSA Integrated
Front-end gives support to the edition of the Implementation plan by checking the correct syntax of the
updates and rising error messages when mistakes are made.
Once the Implementation plan is completed, it is sent back to the MUSA Deployer for its execution.
The Implementation plan’s reference model adopted in MUSA was originally defined in the context of
the SPECS European Project [34] and some of the fields of the original structure are no longer
relevant and will be simply ignored and not used. Besides, additional fields have been included in
order to address the deployment needs in MUSA such as the inclusion of MUSA agents. Please refer
to Section 4.2 for more details on the Implementation plan structure and contents.
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Please refer to Appendix C for an example of Implementation plan created for the Case study B in
MUSA, the Tampere Smart Mobility application. And please refer to D5.1 for a complete description
of the application.

4.1.2.2 Component diagram
As shown in the figure below, the Deployer Planner is the one that includes all the necessary parsers
and processing actions for creating the Implementation plan. The subcomponents include:


the Planner subcomponent is in charge of the creation of the Implementation plan itself and
invoking the rest of the parsers. In addition, it invokes the different MUSA components in
order to retrieve the required inputs for the creation of the Implementation plan; i.e.:
o It invokes the MUSA Modeller in order to retrieve the CPIM associated with a multicloud application in camel format.
o

It invokes the SLA Repository in order to retrieve the SLAs associated with a multicloud application.



the CAMEL parser for the multi-cloud application CPIM,



the SLA parser for the SLA of the multi-cloud application components.

Figure 4. MUSA Deployer Planner component diagram

4.1.3 Deployer Broker
4.1.3.1 Overview
The Deployer Broker component has been developed to handle the whole process of acquiring and
configuring cloud resources on one or more external Cloud Service Providers (CSPs). The Deployer
Broker accepts as an input the Implementation plan, which contains both the description of the
services to acquire (e.g. virtual machines) and CSPs. At state of the art, the Deployer Broker supports
different technologies (e.g. Openstack, Amazon AWS EC2) and was tested against different CSPs
(Amazon, private and public Openstack and eucalyptus instances, etc.)
For what regard compute services (e.g. virtual machines and /or pool of virtual machines) it is possible
to define in details the system requirements, i.e., the operating system to install, the CPU type and the
Ram size and the location. Once the services have been acquired it is possible to configure each of
them through a configuration management tool (e.g. Chef). According to such an approach, the multi-
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cloud application components can be automatically deployed and configured on the services acquired
in cloud.
As anticipated, the Configuration Management tool is Chef, which relies on a client-server model. The
Chef Server is the centralized store for configuration data in the infrastructure. It stores and indexes
cookbooks, environments, templates, metadata, files and distribution policies. The Chef Server is
aware of all the machines it manages, and in this way, it also acts as an inventory management system.
Each generic node to configure needs to host a Chef Client.
The node that hosts the Chef Client, also called Chef Node, contains a chef-client agent (i.e., an agent
that runs locally on every node, and it is managed by Chef) and performs various automation tasks.
The nodes use the chef-client to ask the Chef Server for configurations (recipes, templates), and the
chef-client then makes the configuration work on the nodes.
The Chef Workstation is the latest element in the Chef architecture: it uploads the “configurations” on
the Chef Server: The administrator uses the workstation in order to control the Chef Server. In
particular, it is possible to author cookbooks and recipes, to define policy data (i.e., recipes,
cookbooks), to synchronize with the chef-repo (the location in which the cookbooks, recipes, etc., are
stored) and to upload data in the Chef Server.
It is worth noticing that the Deployer Broker automates the role of the chef workstation, so, the main
functionalities it provides are:
(i)

enable the access of an external CSPs and its usage,

(ii)

acquire or delete a cluster of VMs on one of the enabled external CSPs and

(iii)
execute scripts (or more in general install services) on a cluster of VMs.
In summary, the Provision and Deploy step in Figure 9 (sequence diagram) involves mainly:


Acquiring the needed VMs



Registering the VMs in the Chef Server.



Configure network and firewall rules



Deploy the components software artefacts in the provisioned VMs.

4.1.3.2 Component diagram
In order to meet all requirements related to the deployment of Cloud Resource, the Deployer Broker
component has seen designed with three main components that interact to complete the deployment
tasks, in particular:


Orchestrator: represents the entry point through which it is possible to acquire and configure
CSPs’ resources through the orchestration of the other two components;



Cloud Resources Provisioner: acquires and manages external CSPs’ resources;



Configuration Manager: configures the acquired resources through the adoption of the Chef
Server component.
Note that the Chef Server component is used by the Configuration Manager and invoked through a set
of dedicated APIs offered by Chef.
In order to execute its tasks, the Deployer Broker needs specific inputs that come from the Planner
component: in particular, it is mandatory to provide the Implementation plan that is a Json file
representing all the resources that have to be acquired and configured. The data model of the
Implementation plan is explained in section 4.2. In addition, the MUSA DevOps Team needs to
provide the credentials to access the acquired CSP.

D3.2 Initial secure multi-cloud deployment mechanisms and tools

26

Figure 5. MUSA Deployer Broker component diagram
Since the Deployer Broker component is used to acquire and configure resources from a CSP, it has
been developed as a library, so anyone can import and use it.
The Broker API allows uploading an Implementation plan, update/delete an Implementation plan,
specify one or two formats for acquiring resources from Cloud Service Providers.

4.2 Data model
This section describes the structure of the Implementation plan, which contains the data required by
the MUSA Deployer in order to be able to deploy the components part of a multi-cloud application,
including the security agents.
The Implementation plan is used as input by the MUSA Broker in order to execute the deployment
operations; i.e., acquire cloud services, configure networks, deploy all multi-cloud application
components throughout different heterogeneous cloud services (acquired beforehand) and start all the
cloud services and the application. The Implementation plan is generated by the MUSA Planner.
Therefore, the Implementation plan is aimed to automate the acquisition of cloud resources from a set
of Cloud Service Providers and the deployment and configuration, on such resources, of the software
components needed to implement a multi-cloud application.
Since the Implementation plan is represented in JSON format, the data model of the Implementation
plan is formalized by following the IETF specification JSON Schema: A Media Type for Describing
JSON Documents [36] in Appendix B.
The Implementation plan schema adopted in MUSA has been originally defined in the context of the
SPECS European project. That schema has been updated for MUSA in order to support the
deployment into multiple cloud providers. The schema has been optimized having that purpose in
mind; however some of the fields of the original structure are no longer relevant and will be simply
ignored for the first version of the MUSA Deployer prototype. Afterwards, the schema will be updated
and improved for the last version of the MUSA Deployer.
The main elements of the Implementation plan are explained below.
The relevant elements of an Implementation plan are (see Figure 6):


sla_id: The unique identifier of the multi-cloud application to which the plan is associated.



creation_time: The timestamp at the time of the creation of the Implementation plan.



csps: An array of Cloud Service Providers to acquire cloud resources (i.e., Virtual Machines)
from and where the multi-cloud application components will be deployed; this field is more
explained below.
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Next fields are not used in this version of the MUSA Deployer: monitoring_core_ip,
monitoring_core_port, slos, measurements and annotations.

Figure 6. Implementation plan overall structure
Each element on the array csps includes two sub elements:


iaas: It contains the information about the IaaS provider used during the deployment.

 pools: It represents a logical set of cloud resources to acquire.
The IaaS providers supported by MUSA for the first version of the MUSA framework are the
following: AIMES, AWS and the clusters from University of Sannio and from a Rumeninan cluster of
West University of Timisoara (maintained by the IeAT research center). Note that every CSP that uses
OpenStack and/or an AWS-like interface can be supported with a minimal effort.
The iaas element is structured as follows:


provider: It contains the identifier that represents the IaaS provider.



zone: It indicates the region in which the cloud resources have to be acquired.



user: It indicates the account that can be used to log-in into the IaaS provider in order to
acquire cloud services.



network: It represents the network identifier from the cloud service provider used to connect
the different VMs.

The pools element contains five different sub-elements, from which only two are used by MUSA in
the first version of the MUSA Deployer: nodes_access_credentials_reference, which contains the
reference to the credentials to access the acquired cloud services and vms, which contains all the
information related to VMs to be acquired. The sub elements pool_name, pool_seq_num and network
are not used; They are elements for future use.
Example of the vms element is shown in Figure 7.
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Figure 7. Implementation plan’s vms element example
The sub elements of vms field are the following:


vm_seq_num: It represents the order of acquisition of the VMs in the list;



appliance: It indicates the identifier of the image that has to be used as Operating System of
the VM;



hardware: It represents the hardware type of the VM;



public_ip: It represents the public IP assigned to the VM; it is automatically filled by the
MUSA Deployer;



components: It defines the list of components that have to be configured on the current VM. A
component can be considered as a “service”. For each component, the following information
must be specified:
o

component_id: It is an explanatory name of the component;

o

cookbook: It is the name of the considered Chef cookbook, stored inside the chefserver;

o

recipe: It represents the name of the recipe for the component’s installation and
configuration, stored inside the above cookbook;

o

implementation_step: It represents the global ordering used for component
installation. All the components with the same implementation_step will be installed
in parallel.

o

acquire_public_ip: It is not used. For future use.

o

Firewall: It contains all the information useful to configure the security group; its
details are described below.

o

private_ips: The private IPs assigned to the component. It is automatically filled by
the MUSA Deployer.
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The firewall element contains the following sub elements as well:


incoming: It contains all the incoming rules that have to be set in the security group;



proto: It contains the network protocol. Note that, at the moment, all the rules are always
associated to TCP;



port_list: It is the list of ports that have to be opened in the security group.

The sub elements source_ips, source_nodes, interface and outcoming are not used.
The complete schema of the Implementation plan is included in Appendix B.

4.3 Collaboration model
The collaboration models shown below describe the two main operations performed by the MUSA
Deployer:
1. building the Implementation plan of a multi-cloud application,
2. deploying all components that are part of the multi-cloud application.
Figure 8 shows the process followed by the MUSA Framework, including the MUSA Deployer and
the rest of the MUSA tools, to generate an Implementation plan for the deployment of a multi-cloud
application. First, the DevOps Team triggers the generation of the Implementation plan for a multicloud application through the MUSA Front-end (more explanation about the MUSA Front-end will be
available in deliverable D1.3 Initial MUSA framework implementation). Then, the MUSA Front-end
calls the MUSA Deployer Core via REST API and this component calls the MUSA Deployer Planner,
since the MUSA Deployer Planner is responsible for handling the requests related with
Implementation plans. For the generation of the Implementation plan, the MUSA Deployer Planner
needs two inputs: (i) the CPIM of the multi-cloud application from the MUSA Modeller, and (ii) the
SLAs of the multi-cloud application from the SLA Repository. Once these two inputs are retrieved,
the MUSA Deployer Planner processes them and generates the Implementation plan, which sent to the
MUSA Deployer Core to store it in the repository and send it the MUSA Front-end, so this tool can
show it to the DevOps Team. In addition, the MUSA Deployer Core sends the Implementation plan to
the SLA Generator once it is completed, so the SLA Generator can generate the associated composite
SLA of the whole multi-cloud application.
Figure 9 shows the process followed by the MUSA Framework to deploy a multi-cloud application by
following the Implementation plan previously generated. This process is also started by the DevOps
Team through the MUSA Front-end. And the MUSA Front-end calls the MUSA Deployer Core to
start the deployment. Afterwards, the MUSA Deployer Core retrieved the Implementation plan
associated with the multi-cloud application and sends it to the MUSA Deployer Broker. The MUSA
Deployer Broker then starts provisioning cloud resources and deploying the components part of the
multi-cloud application (all this is well defined in the Implementation plan). During the deployment
process, the MUSA Deployer Broker sends log traces back to the MUSA Deployer Core, which
creates a deployment reports by using the deployment log traces. Finally, the deployment report can be
checked by the DevOps Team through the MUSA Front-end.
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Figure 8. MUSA Deployer sequence diagram for generating an Implementation plan
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Figure 9. MUSA Deployer sequence diagram for deploying a multi-cloud application
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4.4 Interface specification
The REST API interface provided by the MUSA Deployer allows creating Implementation plans and
executing real deployments.
For security reasons, only authorised clients can perform deployment operations. Currently the
authorised users are the MUSA developers and the participants in the MUSA project case studies. It is
expected that in the future, when the MUSA Deployer is released as open source software, the
software adopters set up the needed authentication and authorisation permissions to use the Deployer,
i.e. allow specific individuals within the DevOps team to actually execute the deployments.

4.4.1 Planning the deployment of a multi-cloud application
The following table presents the set of REST calls associated with the MUSA Deployer in order to
handle the requests related with the Implementation plan. For each call, it is detailed the URI (i.e. the
call path), the HTTP method used, along with the request and response header/bodies.
Table 3. Interface specification for planning the deployment of a multi-cloud application
Resource URI

/plans

GET

Description

It requests for all Implementation plans associated with a
multi-cloud application identified by the id parameter in the
call.

Request body

Empty.

Response body

Media type: Application/json
The Json response includes a list of identifiers of the
existing Implementation plans.
200 (OK) even if there are no Implementation plans.

Response code
semantics

Resource URI

/plans/{id}

GET

Description

It returns the Implementation plan of a multi-cloud
application identified by the id parameter in the call; it
returns the URL of the plan created.

Request body

Empty

Response header

It includes a field Location which indicates the URL of the
Implementation plan created. E.g.: Location: /plans/4

Response
semantics

Resource URI

/plans/{id}

code 200 resource found and sent
404 resource not found
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Description

It generates the Implementation plan of a multi-cloud
application identified by the id parameter in the call.

Request body

Empty

Response body

Media type: Application/json
The data model is described in section 4.2.

Response
semantics

code 201 resource created successfully
409 resource id already exists

Resource URI

/plans/{id}

PUT

Description

It updates the Implementation plan of a multi-cloud
application identified by the id parameter in the call.

Request body

Media type: Application/json
The data model is described in section 4.2

Response body
Response
semantics

Empty
code 204 resource updated (no content in response)
404 resource not found

4.4.2 Deploying a multi-cloud application
The following table presents the set of REST calls associated with the MUSA Deployer in order to
handle the requests related with the deployment of a multi-cloud application. For each call, it is
detailed the URI (i.e. the call path), the HTTP method used, along with the request and response
header/bodies.
Table 4. Interface specification for deploying a multi-cloud application
Resource URI

/deployments

GET

Description

It requests for all available deployment reports associated
with a multi-cloud application identified by the id
parameter in the call.

Request body

Empty.

Response body

Media type: Application/json
The Json response includes a list of identifiers of the
existing deployment reports.

Response code
semantics

200 (OK) even if there are no deployment reports.
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Resource URI

/deployments/{id}

GET

Description

It returns the deployment report of a multi-cloud
application identified by the id parameter in the call; it
returns the URL of the plan created.

Request body

Empty

Response header

Media type: Application/json
The Json response format deployment reports includes a
list of log traces from the execution of the deployment.

Response
semantics

code 404 if not executed yet.
Empty data if deployment has started.
Full deployment report data if deployment has finished

Resource URI

/deployments/{id}

POST

Description

It executes an Implementation plan associated with a multicloud application identified by the id parameter in the call;
i.e. initiates the deployment of the multi-cloud application.

Request body

Empty

Response header

It includes a field Location which indicates the URL of the
deployment report. The deployment report only is available
after the deployment is finished.

Response
semantics

code N/A
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5 MUSA Deployer implementation
In this section we describe the version of the MUSA Deployer that is currently available.

5.1 Prerequisites and installation
In the following subsections there is a preliminary installation guide for the two MUSA Deployer
components. In the two subsections, the pre-requisites and installation steps are illustrated in details.

5.1.1 Deployer Planner installation
In order to install the MUSA Deployer Planner, the following prerequisites are needed:


Git client



Maven

 Java 7
In order to install the Deployer Planner, here are the general steps:


clone the git repository;



convert it into a Maven project;



Build the project. If you are using a terminal, in order to execute tests and to generate the
artefact, execute the following command: ‘maven install’.

Once the artefact is generated, i.e. the jar library, in the folder where is generated and all dependencies
are it needs to be executed as follows:
cp ../musa-deployer/target/*.jar .
java -cp ./*:lib/* eu.musa.deployer.Deployer
sleep 200

5.1.2 Deployer Broker installation
In order to install the Broker, there is the need of installing a machine that hosts a Chef Server: it can
be either a custom installation (On-Premise) or the Hosted solution provided by Chef itself. In both
cases, each Chef Server is identified by an IP address, a username and a password.
For a complete guide on how to install and configure Chef, please refer to the official guide available
at [35].
Once the Chef Server has been properly configured, it is necessary to create or update the Chef
cookbooks that describe the deployment instructions of the particular services that will be deployed
using the Chef Server. The cookbooks are configuration and policy distribution files. A cookbook
defines a scenario and contains everything that is required to support it.
The Deployer Broker in MUSA assumes that the DevOps Team has already created and stored all the
needed cookbooks of the multi-cloud application components. Besides, the MUSA Framework will
have stored the cookbooks of the MUSA agents themselves (the monitoring agents and enforcement
agents for the security assurance at runtime, see deliverable D4.1 for more information). In case a
multi-cloud application component uses MUSA agents, the agents’ cookbooks should be referred to.
When this preliminary procedure has been completed, it is possible to use the Deployer Broker
component in all its functionalities.
Prerequisites needed on the Deployer Broker machine:


Git client



Maven



Java 7
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Another prerequisite for the Deployer Broker is related to the ownership of the following information:


Private key of the organization defined in the Chef Server;



Private key of the user defined in the Chef Server;



CSP endpoint, that is the address the CSP (that offer its Resource Management API);



Private key that has to be used to acquire resources on the CSP;



A valid Implementation plan, produced by the Deployer Planner, which describes the
resources to be acquired and configured.

In order to install the Deployer Broker, here are the general steps:


clone the git repository;



convert it into a Maven project;



ask for credentials from the MUSA development team (it must be noted that at state of art we
assume that credentials are explicitly given by the DevOps Team each time the deployer runs,
alternative solutions for credential management can be adopted (see as an example SPECS
Credential manager [37]), but they are out of the scope of this project.

For security reasons, in the current implementation, all the credentials useful to use the Deployer are
not stored in the bitbucket repository. You can ask all files to the MUSA Development team: you will
be provided of the “credentials” folder that has to be put in the src/main/resources folder of the
project.
If you are using a terminal, in order to execute tests and to generate the artefact, execute the following
command: ‘maven install’.
If you are using Eclipse as IDE, here is a detailed list of the steps you have to follow to install both
projects:


Import project from git as a “general project”;



right click on the project, click on “configure”, then click on “Convert to Maven Project”;



right click on the project, click on “Run as”, then click on “Maven install”.

5.2 Usage guide
In the following subsections there is a preliminary usage guide for the two MUSA Deployer
components.

5.2.1 Deployer Planner usage
The use of the MUSA Deployer will be integrated within the complete MUSA framework usage flow,
which will be explained in detail in deliverable D1.3 Initial MUSA framework implementation.
The Deployer Planner has a simple Graphical User Interface that allows editing the Implementation
plan that has been automatically created. This is needed in those cases where the CAMEL model of
the multi-cloud application did not specify all the required deployment information, e.g. in case the
deployment instructions or the cookbook to use for a particular component was not specified.
Other information that always needs to be added in the Implementation plan is the following: user
accounts to log into the VMs, IDs of the networks to which the VMs need to be attached and firewall
rules.
The button Save Plan allows saving the plan after it has been updated. If no updates were made, then
the button is not activated. When saving the plan, it is stored in the Deployer Core persistence
repository.
The editor provides model syntax support by showing error warnings similar to the one in figure
below (“Expected ‘,’ instead of ‘.’”) whenever the syntax of the model does not comply with the
required format.
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Figure 10. Deployer Planner GUI
An example of usage of the Deployer Planner can be seen in the video named “MUSA Deployment
Plan and Execution” available at the MUSA youtube channel here:
https://www.youtube.com/channel/UCA7mR0pU82yKPhF5jkPSlPw
The video is also available at the MUSA public website www.musa-project.eu within Tools menu.

5.2.2 Deployer Broker usage
Once the Deployer Broker is running, it is possible to use it in two different ways:


as a dependency of another project;



as a standalone application, that means using the scripts available in the folder
“src/main/resources/scripts”.

In case you want to use the Deployer Broker as a dependency, the “maven install” process generates
an artefact (a jar file) that can be used by any project that wants to use the functionalities provided by
the Deployer itself: in order to use it, it is just necessary to add the jar file as a dependency in the pom
file of the project that wants to use it.
In case you want to use the Deployer Broker as a standalone application, in the folder
“src/main/resources/scripts” one can find two scripts:
1. start_deployer.sh: it allows acquiring new resources form external CSPs. This script can be
executed by any Linux terminal, and it is able to handle the following inputs:
First, the script accepts 4 or 7 parameters.
If only 4 parameters are provided:
o The first one has to be the provider endpoint;
o

The second one has to be the provider username;

o

The third one has to be the provider password;

o

The last one has to be the path to the implementation plan that has to be
used.
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If the 7 parameters are provided:
o The first one has to be the FIRST provider endpoint;
o

The second one has to be the FIRST provider username;

o

The third one has to be the FIRST provider password;

o

The fourth one has to be the SECOND provider endpoint;

o

The fifth one has to be the SECOND provider username;

o

The sixth one has to be the SECOND provider password;

o

The last one has to be the path to the Implementation plan that has to be
used.

Please consider that "FIRST" refers to the first provider that is defined in the Implementation
plan, and "SECOND" refers to the second provider that is defined in the Implementation plan.
2. deleteVMs.sh: it allows to delete the VMs acquired, the security group associated and the
subnetwork (if it exists) starting from the identifier used to acquire those resources; usually
this identifier is the field "sla_id" defined inside the Implementation plan.
This script accepts 4 parameters:


If 4 parameters are provided: the parameters have to be passed according to the
following order [identifier, provider endpoint, provider username, provider
password];



If no parameter is provided an error is generated;

Please note that the scripts have to be placed in the same folder containing the Deployer Broker jar file
and the lib folder.
An example of usage of the Deployer Broker can be seen in the video named “MUSA Broker”
available at the MUSA youtube channel here:
https://www.youtube.com/channel/UCA7mR0pU82yKPhF5jkPSlPw
The video is also available at the MUSA public website www.musa-project.eu within Tools menu.

5.3 Source code repository
The URL links to the initial open source projects that implement the MUSA Deployer described above
are the following:


Link to the Deployer Planner: Currently it is in a private bitbucket repository by Tecnalia,
only accessible by MUSA participants. In future deliverable D3.4 the code will be in public
bitbucket repository.



Link to the Deployer Broker: https://bitbucket.org/cerict/musa-deployer
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deployment

The provisioning of multiple heterogeneous cloud resources in multi-cloud is a challenging task due to
the lack of widely adopted standards. Most Cloud Service Providers usually offer proprietary APIs to
operate and access their resources, which results in vendor-locked in solutions. Interoperability
standardisation efforts seem not to be mature enough and there is no predominant open standard in the
market yet.
There are open source deployment tools in the market that help the deployment of cloud applications
such as Puppet [15] and Cloud Pier [16] but they lack the main required features in order to deploy
multi-cloud secure applications. MUSA deployment support goes forward in the state-of-the-art and
provides the automation of the provisioning and deployment scripts for the multi-cloud applications
based on the modelling of cloud services at multiple cloud layers (IaaS, PaaS) and of multiple cloud
providers.
The MUSA Deployer is open-source and vendor independent, as it is based on open-source solutions
(e.g. Chef) and background technology provided by MUSA partners (SPECS deployment support tool
by CERICT). While SPECS deployer was designed to be used with SPECS platform as target cloud,
the MUSA Deployer is a multi-cloud oriented deployer, allowing deployment in multiple cloud
providers. Besides supporting multiple cloud providers in the deployment, the MUSA Deployer can
deploy Docker technology based applications and components into cloud services.
One of the major novelties is that the MUSA deployment methods and tools are devised to address the
DevOps oriented deployment that is a novel approach for the agile alignment of deployment needs
with application requirements and design specification. In this line, the deployment planning is split
from the multi-cloud resources provisioning and deployment execution itself. This way the planning
can be a straightforward result from the application design information and the security SLAs of its
components, while the deployment execution is an independent process.
The project is researching on innovative re-deployment triggering mechanisms that reason over noncompliance of security aspects linked to performance and business aspects, all captured in the
security-aware SLA of the multi-cloud application. This piece of innovation is expected for the final
version of the deployment methods and tools at the end of the project.
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7 Conclusion and further work
The document provided a description of the preliminary mechanisms and tools offered by MUSA to
support the deployment of multi-cloud applications.
The mechanisms were devised after a thorough analysis of multi-cloud deployment challenges and
existing approaches, as well as the identification of the project requirements related to this activity.
The mechanisms are based in the parsing of multiple information files around the multi-cloud
application (CPIM in CAMEL, components SLA templates in wsag, selected cloud services
information) in order to generate the needed deployment instruction plan, the so called Implementation
plan. The MUSA deployment Implementation plan model is based on SPECS Implementation plan
and similarly to SPECS, the Chef configuration management tool is used to support the plan
execution.
The document also included a detailed description of the initial prototype application that has been
developed in the context of MUSA to implement the mechanisms described. In deployment
requirements section we discussed the status of the requirement coverage with the prototype
application.
In the Appendix C, an example of execution of the prototype application for the MUSA case study B
application, i.e. Tampere Smart Mobility application;
The other pending aspects that will be addressed in the final version of the MUSA Deployer are:


The model and mechanisms to support the redeployments in MUSA.



The full integration of the MUSA Deployer in the MUSA front-end.

This final version is expected to be delivered at the end of the project in M36 and described in D3.4
Final secure multi-cloud deployment mechanisms and tools.
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Appendix A. MUSA motivation and background
The main goal of MUSA is to support the security-intelligent lifecycle management of distributed
applications over heterogeneous cloud resources, through a security framework that includes: a)
security-by-design mechanisms to allow application self-protection at runtime, and b) methods and
tools for the integrated security assurance in both the engineering and operation of multi-cloud
applications.
MUSA overall concept is depicted in the figure below.

Figure A.1: MUSA overall concept
MUSA framework combines 1) a preventive security approach, promoting Security by Design
practices in the development and embedding security mechanisms in the application, and 2) a reactive
security approach, monitoring application runtime to mitigate security incidents, so multi-cloud
application providers can be informed and react to them without losing end-user trust in the multicloud application. An integrated coordination of all phases in the application lifecycle management is
needed in order to ensure the preventive oriented security to be embedded and aligned with reactive
security measures.
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Appendix B. MUSA deployment Implementation Plan schema
{
"$schema": "http://json-schema.org/draft-04/schema#",
"type": "object",
"title": "Root schema.",
"description": "MUSA Implementation plan schema.",
"properties": {
"sla_id": {
"type": "string",
"description": " The unique identifier of the multi-cloud application to which the plan is associated."
},
"creation_time": {
"type": "integer",
"description": " The timestamp at the time of the creation of the Implementation plan."
},
"monitoring_core_ip": {
"type": "string",
"description": "This field is not used in MUSA context."
},
"monitoring_core_port": {
"type": "integer",
"description": " This field is not used in MUSA context."
},
"csps": {
"type": "array",
"description": "The array of Cloud Service Providers to acquire cloud resources (i.e., Virtual Machines) from.",
"items": {
"type": "object",
"description": "Numbered array list that contains iaas and pool items.",
"properties": {
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"iaas": {
"type": "object",
"description": " It contains the information about the IaaS provider used during the deployment.",
"properties": {
"provider": {
"type": "string",
"description": " It contains the identifier that represents the IaaS provider."
},
"zone": {
"type": "string",
"description": " It indicates the region in which the cloud resources have to be acquired."
},
"user": {
"type": "string",
"description": " It indicates the account that can be used to log-in into the IaaS provider in order to
acquire cloud services."
},
"network": {
"type": "string",
"description": " It represents the network identifier from the cloud service provider used to connect the
different VMs."
}
},
"required": [
"provider",
"zone",
"user",
"network"
]
},
"pools": {
"type": "array",
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"description": "Array of the pool of cloud resources on the IaaS provider associated in the parent csps
element.",
"items": {
"type": "object",
"description": "Numbered array list that contains cloud resources.",
"properties": {
"pool_name": {
"type": "null",
"description": " This field is not used in MUSA context."
},
"pool_seq_num": {
"type": "integer",
"description": " This field is not used in MUSA context."
},
"nodes_access_credentials_reference": {
"type": "null",
"description": "It contains the reference to the credentials to access the acquired cloud services."
},
"network": {
"type": "null",
"description": " This field is not used in MUSA context."
},
"vms": {
"type": "array",
"description": "Array of the information about the VMs to be acquired.",
"items": {
"type": "object",
"description": "Numbered array list that contains VMs information.",
"properties": {
"vm_seq_num": {
"type": "integer",
"description": "It represents the order of acquisition of the VMs in the list."
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},
"appliance": {
"type": "string",
"description": "It indicates the identifier of the image that has to be used as Operating System
of the VM;."
},
"hardware": {
"type": "string",
"description": " It represents the hardware type of the VM."
},
"public_ip": {
"type": "string",
"description": "It represents the public IP assigned to the VM; it is automatically filled by the
MUSA Deployer."
},
"components": {
"type": "array",
"description": "An array of the components that have to be deployed and configured on the current
VM.",
"items": {
"type": "object",
"description": " Numbered array list of the components to be deployed.",
"properties": {
"component_id": {
"type": "string",
"description": "It is an explanatory name of the component."
},
"cookbook": {
"type": "string",
"description": "It is the name of the considered Chef cookbook, stored inside the chefserver."
},

D3.2 Initial secure multi-cloud deployment mechanisms and tools

48

"recipe": {
"type": "string",
"description": "It represents the name of the recipe for the component’s installation and
configuration, stored inside the above cookbook."
},
"implementation_step": {
"type": "integer",
"description": "It represents the global ordering used for component installation."
},
"acquire_public_ip": {
"type": "boolean",
"description": "It is not used. For future use."
},
"firewall": {
"type": "object",
"description": "It contains all the information useful to configure the security group.",
"properties": {
"incoming": {
"type": "object",
"description": "It contains all the incoming rules that have to be set in the security
group.",
"properties": {
"source_ips": {
"type": "array",
"description": "Array list of source IPs.",
"items": {
"type": "string"
}
},
"source_nodes": {
"type": "array",
"description": "Array list of source nodes.",
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"items": {
"type": "string"
}
},
"interface": {
"type": "string",
"description": "It is not used. For future use."
},
"proto": {
"type": "array",
"description": "It contains the network protocol used.",
"items": {
"type": "string"
}
},
"port_list": {
"type": "array",
"description": "It is the list of incoming ports that have to be opened in the
security group.",
"items": {
"type": "string"
}
}
},
"required": [
"proto",
"port_list"
]
},
"outcoming": {
"type": "object",
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"description": "It contains all the outcoming rules that have to be set in the security
group.",
"properties": {
"destination_ips": {
"type": "array",
"description": "Array of destination IPs.",
"items": {
"type": "string"
}
},
"destination_nodes": {
"type": "array",
"description": "Array of destination nodes.",
"items": {
"type": "string"
}
},
"interface": {
"type": "string",
"description": "It is not used. For future use."
},
"proto": {
"type": "array",
"description": "It contains the network protocol used.",
"items": {
"type": "string"
}
},
"port_list": {
"type": "array",
"description": "It is the list of outcoming ports that have to be opened in the
security group.",
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"items": {
"type": "string"
}
}
},
}
},
"required": [
"incoming"
]
},
"private_ips": {
"type": "array",
"description": "An explanation about the purpose of this instance.",
"items": {
"type": "string",
"description": "An explanation about the purpose of this instance."
}
}
},
"required": [
"component_id",
"cookbook",
"recipe",
"implementation_step",
"acquire_public_ip",
"firewall",
"private_ips"
]
}
}
},
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"required": [
"vm_seq_num",
"appliance",
"hardware",
"components"
]
}
}
},
"required": [
"nodes_access_credentials_reference",
"vms"
]
}
}
},
"required": [
"iaas",
"pools"
]
}
},
"slos": {
"type": "array",
"description": "An explanation about the purpose of this instance.",
"items": {}
},
"measurements": {
"type": "array",
"description": "An explanation about the purpose of this instance.",
"items": {}
},
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"annotations": {
"type": "array",
"description": "An explanation about the purpose of this instance.",
"items": {}
}
},
"required": [
"sla_id",
"creation_time",
"csps",
]
}
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Appendix C. MUSA deployment Implementation Plan example
In the following we provide an example Implementation plan from the Tampere Smart Mobility
application of the Case Study B in MUSA project. See more details of the application in deliverable
D5.1 of the project.
{
"plan_id": "7b0ddf6e-c95f-47e7-b59e-bab6d2dbcdf0",
"plan_act_id": "e73f0f01-3b02-4d1c-a564-eff2bd6a36e3",
"sla_id": "123456789",
"supply_chain_id": "8f7d01be-85c3-4011-b735-af9d0eae50ba",
"creation_time": 1463183962686,
"monitoring_core_ip": "194.102.62.222",
"monitoring_core_port": 9090,
"iaas": {
"provider": "OpenStack",
"zone": "RegionOne",
"appliance": "RegionOne/0afc5035-e48b-4d0a-85f8-d6486be818dd",
"hardware": "RegionOne/b81c9f30-2f00-48c2-95c4-cd9c843a77de"
},
"pools": [
{
"pool_name": null,
"pool_seq_num": 0,
"nodes_access_credentials_reference": null,
"vms": [
{
"vm_seq_num": 0,
"public_ip": null,
"components": [
{
"component_id": "moveus_cec_server",
"cookbook": "tut",
"recipe": "moveus_cec_server",
"implementation_step": 1,
"acquire_public_ip": true,
"private_ips_count": 1,
"firewall": {
"incoming": {
"source_ips": [],
"source_nodes": [],
"interface": "private:1",
"proto": [
"TCP"
],
"port_list": [
"9090"
]
},
"outcoming": {
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"destination_ips": [],
"destination_nodes": [],
"interface": "private:1",
"proto": [
"TCP"
],
"port_list": [
"*"
]
}
},
"private_ips": [],
"status": null
}
]
},
{
"vm_seq_num": 1,
"public_ip": null,
"components": [
{
"component_id": "moveus_mjp",
"cookbook": "tut",
"recipe": "moveus_mjp",
"implementation_step": 1,
"acquire_public_ip": true,
"private_ips_count": 1,
"firewall": {
"incoming": {
"source_ips": [],
"source_nodes": [],
"interface": "private:1",
"proto": [
"TCP"
],
"port_list": [
"8085"
]
},
"outcoming": {
"destination_ips": [],
"destination_nodes": [],
"interface": "private:1",
"proto": [
"TCP"
],
"port_list": [
"*"
]
}
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},
"private_ips": [],
"status": null
}
]
}
]
}
],
"slos": [],
"measurements": [],
"annotations": []
}
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