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Executive summary
This deliverable includes the final description of the mechanisms and tools that MUSA offers to
support a security-by-design development process.
In particular, this document focuses on the SLA Generation and Composition process. This is an
innovative approach we have exploited in the MUSA project to define and build Security SLAs that
can be offered and guaranteed by a multi-cloud application in order to meet the developer’s security
requirements. The SLA generation and composition process includes not only the identification of
proper security controls to be enforced in the multi-application to meet security requirements but also
all the activities that are needed to (i) cope with a multi-cloud environment, (ii) assess the security of a
single component according to its intrinsic features, (iii) assess the security of a component and of the
whole application, once it has been deployed in a real multi-cloud environment.
As already mentioned in the first version of this document, the Security SLA model used by MUSA
was leveraged by the SPECS EU1 project and has been extended in MUSA to cope with multi-cloud
specific security metrics and security requirements. The security requirements of the components are
obtained by performing an automatic risk analysis process, aimed at identifying the main
vulnerabilities and threats the components are subject to, based on their nature and behaviour,
independently of the deployment scenario. In a second phase of the process, the composition and
relationships among all components and their actual deployment is taken into consideration by using a
graph-based model to verify if the security requirements are still met after the composition and
deployment of the application. Indeed, these factors strongly influence the level of security that can be
offered and guaranteed. We verify these by means of an assessment phase, where a security
administrator can effectively build the final Security SLA. The SLA generation and composition
process is performed by a security expert and it is fully automatized in MUSA with the SLA generator
tool, which supports developers in the design of all security mechanisms to be included in the
application in order to offer a Security SLA.
In this deliverable, we first present the details of the SLA generation and composition process, and
then the architecture and usage of the SLA generation tool, which can be used as a stand-alone
application or directly invoked by the MUSA framework through its APIs.

1

FP7-SPECS. http://specs-project.eu/
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1 Introduction
1.1 Objective of this document
This document is the deliverable entitled D2.3: Final SbD methods for multi-cloud applications of the
MUSA Project (see Appendix A).
The main objective of this document is to present the final results on the security-by-design (SbD)
approach based on Security SLAs, proposed by the MUSA framework to support security-aware
design of multi-cloud applications, in order to address the project objective SO2.
The proposed MUSA security-by-design approach completely relies on the adoption of a Security
SLA to represent, assess and evaluate the security of a multi-cloud application over different Cloud
Service Providers by composing the Security Service Level Agreements of each service and each
involved provider.
In particular, the document first provides an overview of most common approaches to security-bydesign. Then it illustrates in detail the software engineering process introduced by MUSA to address
security requirements at the design stage, the so-called MUSA Security-by-DEsign (SSDE) Process.
We provide a wide description of the innovative methods and tools that MUSA offers to define the
security constraints in multi-cloud application components through the generation of a Security
Service Level Agreement.
In fact, Security Service Level Agreements (Security SLAs), i.e. agreements among providers and
customers that state the level of security granted on the services delivered, are considered today one of
the main mechanisms to address this issue: CSPs declare their security policies and a set of Service
Level Objectives (SLOs) in terms of thresholds on well-defined security metrics. For multi-cloud
applications, the definition, design and evaluation of security properties is a much more complex
problem. Indeed, at the design phase, the application developer should be assisted to understand how
to guarantee the security requirements of the single application components and, above all, of the
whole application, considering that in the future its components can be potentially deployed in
alternative cloud service providers, with different security guarantees.
In conclusion, this document focuses on the following main objectives:
-

Illustrate the MUSA security-by-design approach
Illustrate innovative methods for the specification of security properties in multi-cloud
environments and the definition of suitable Security SLAs that can be offered and guaranteed.

-

Illustrate the design and implementation of the SLA generator tool, which is able to build a
composed Security SLA for the security aware analysis and design of multi-cloud application,
starting from the security properties of single application components and taking in
consideration how they are actually deployed in the multi-cloud environment.

1.2 Structure of this document
Section 2 summarizes the results exposed in MUSA deliverable D2.1 Initial SbD methods for multicloud applications, in order to help the reader to acquire the main concepts needed to understand the
deliverable results. Readers that already know D2.1 content can skip this section.
Section 3 illustrates the innovative secure software engineering process we propose to address security
in our target applications (multi-cloud, component based applications). We present an updated state of
the art on the security-by-design approaches and the best practices available in the literature. Section 3
illustrates how the MUSA framework, and in particular the SLA generator, can solve many research
challenges and how it has been applied to the MUSA workflow. We also discuss its application in the
context of a typical agile development process with SCRUM.
10
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Section 4 provides a detailed description of the SLA generation and composition process, used to
represent security requirements in terms of requested Security SLAs and assess Security SLA of multicloud applications through Security SLA composition. In particular, it illustrates the MACM (Multicloud Application Composition Model), which is an innovative graph-based model, devoted to
composition of Security SLA of multi-cloud applications.
Section 5 illustrates the SLA generator tools. These include the MACM development framework and
the java-based development framework that enables to manage MACM models, to perform Security
SLA compositions and to develop the tools used for reasoning over SLAs and Cloud Applications.
Section 6 identifies the requirements related to the SLA Generation among those presented in
Deliverable D1.1 Initial MUSA framework specification, and discusses their coverage by the final
SLA Generator prototype.
Section 7 summarizes the conclusions related to the adoption of Security SLA for Security-by-Design
of multi-cloud applications.
Finally, Appendix A contextualizes the document by describing the MUSA motivation and
background.

1.3 Relationships with other deliverables
This deliverable contains the final methods and tools developed in the context of the MUSA
framework. It presents the final results of the activities developed within WP2, in strict collaboration
with the other work packages. The development of methods and tools that were preliminary presented
in D2.1 Initial SbD methods for multi-cloud applications have been finalized by taking into
consideration all the composition issues and opportunities, related to multi-cloud applications.
In particular all the activities were conducted in parallel with teams working in other work packages to
finalize the MUSA workflow and the relationship with other framework modules.
There was a strong collaboration with WP3 (D3.1 Initial security based discovery and composition,
D3.3 Final security based discovery and composition mechanisms and tools and D3.4 Final secure
multi-cloud deployment mechanisms and tools). On the other hand, the choice of Cloud Service
Providers is the necessary input for the SLA generation and composition process. The output of the
SLA generation is the input for the MUSA Deployer component to build the deployment plan that is
targeted in WP3.
There was a strong collaboration with WP4 (D4.3 Final security assurance mechanisms and tools and
D4.4 Final MUSA Security Assurance Platform and user manual) too. In fact, the Security SLA
generated is the input for the Security Assurance platform that needs to know the security agents to be
activated and the single and composed security metrics to monitor in order to continuously guarantee
the fulfilment of Security SLAs.
Finally, all implemented tools were integrated in the framework and contributed to the final
implementation of the MUSA framework (D1.4 Final MUSA framework specification and guide and
D1.5 Final MUSA framework implementation).

1.4 Contributors
The following partners have contributed to the activities reported in this deliverable:
•

CA: risk analysis activity definition; Security by design agile methodology usage in MUSA.

•

Tecnalia: integration of the SLA generation and composition toll with the MUSA Deployer as well
as integration of the SLA generation and composition with the MUSA framework.

•

Tecnalia, MI, TUT, LHS: security metrics validation, examples of SLAs for case study generation.
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2 Secure multi-cloud applications: results from previous
deliverables
In the preliminary version of this deliverable, we presented the initial SbD methods, models and tools
introduced in MUSA in order to enable the analysis of the security needs of a multi-cloud application,
and the design of its components with respect not only to functional, but also to security requirements.
In this section, we summarize the results of that deliverable, in order to help the reader to understand
the improvements that have been conducted in the MUSA second reporting period. In particular, we
first resume the multi-cloud application concepts as targeted by the MUSA framework, and then in
Section 2.2 the proposed conceptual models and the SLA generation process at the basis of the SbD
development approach are summarized.

2.1 Terminology and main concepts: multi-cloud applications and Security
SLAs
In Deliverable 2.1, we have long discussed about the definition of what a multi-cloud application is
and which are the different interpretations and implementations that are available at the state of the art.
In particular, the main important difference between the terms inter-cloud and cloud federation is
primarily related to the voluntary involvement of a Cloud Service Provider in the definition of the
application, with an explicit agreement. In the practice, the term cloud federation is used to describe a
set of cloud providers that voluntarily interconnect their infrastructures to allow sharing of resources,
and the term multi-cloud is used when the usage of cloud services from different CSPs is involved
without an explicit agreement with the service providers.
It is worth remembering that, with respect to the discussed terminology, in the context of MUSA we
focused on multi-cloud applications, i.e. MUSA aims at developing applications that use resources
from multiple providers without requiring a direct involvement of CSPs.
In MUSA, a generic multi-cloud application has been modelled as shown in Figure 1: the application
(mc app in the figure) consists of one or several software components (mc app component in the
figure), which can be executed independently, and which interact with one another during the multicloud application execution. The application is “multi-cloud” in the sense that its components use
SaaS (Software-as-a-Service) cloud services, are hosted by IaaS (Infrastructure-as-a-Service) cloud
services and/or use PaaS (Platform-as-a-Service) cloud services offered by multiple CSPs.
As shown in Figure 1, a multi-cloud application is modelled by means of the MUSA Modeller, which
allows to obtain a CloudML-based specification of the application at different layers of abstraction.
The application is deployed on the target providers by the MUSA Deployer, which is responsible for
the provisioning of the needed infrastructure resources, and which may rely upon (use) specific PaaS
cloud services to accomplish its tasks.
Table 1 summarizes the concepts introduced in the first reporting period, providing related examples
for clarity’s sake.
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Figure 1: MUSA multi-cloud application model
Table 1. Summary of the main multi-cloud application concepts
Concept

Definition

Example

mc app

A cloud application that consumes The Applications adopted as case
cloud services from at least two studies in the project, i.e., the
different cloud service providers.
Tampere
Smart
Mobility
application
and
the
Flight
Scheduling prototype application
from Lufthansa Systems.

mc app component

An
independent
software
component, which cooperates with
other components (commonly but
not mandatory) by offering and
consuming services.

cloud service

One or more capabilities offered via A storage service.
the cloud computing paradigm,
invoked using a defined interface. It
can be of three different types: SaaS,
IaaS or PaaS.

CSP

A Cloud Service Provider, which Amazon, Google, AIMES.
offers cloud services to its
customers.

A web application that runs on a
virtual machine and invokes
services from another component of
the multi-cloud application and/or
from an external provider.
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Indeed, SbD requires security to be taken into account from the very early stages of the design
process. In the previous deliverables, we discussed how the adoption of Service Level Agreements
(SLAs) in the cloud can be used to support the SbD approach in MUSA. We introduced a design
methodology based on the intense adoption of Security SLAs.
According to our methodology, the building blocks of a multi-cloud application (i.e., the application
components and the invoked third-party services) are modelled in terms of their security requirements,
expressed through (requested) Security SLAs. The MUSA development framework generates a set of
(requested) Security SLAs (later defined as SLA templates (SLAT)) associated to each application
component as the result of a risk analysis process.
The Security SLAs associated to components need to be assessed before the deployment of the multicloud application. The assessment depends both on the security provided by the components and by
the way in which these are deployed and interact with the other components. As a result, the multicloud application Security SLA is a composition of the Security SLAs of the application components.

2.2 Preliminary results from D2.1
Deliverable D2.1 provided a description of the preliminary mechanisms and tools offered by MUSA to
define the security constraints in multi-cloud application components. In particular, we first introduced
the definition of the conceptual models on which the design process is based, namely the targeted
multi-cloud application models, MUSA Security SLA model, the MUSA Security Metric Catalogue and
the MUSA Threat Catalogue.
There, we defined the initial methods for security assessment of a multi-cloud application and a
preliminary design of the SLA generator tool.
Figure 2 summarizes the main steps of the preliminary design process introduced in Deliverable 2.1,
focusing on the steps taken during the SLA Generation activity.

Figure 2: Preliminary flow of the SLA Generation process
As already mentioned, the SLA Generation process takes as input the model of the application
resulting from the design activity. The design phase consists in identifying the technical tangible assets
(i.e. the vulnerable application components, we think are potentially exposed to threats) of the
application and in modelling its architecture. The preliminary model resulting from this phase
essentially includes the set of components adopted by the application, along with their functional
description. It is worth mentioning that such model is completely independent of any cloud provider
15
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and does not rely on any specific cloud service (i.e., it is a CPIM). The CPIM of the multi-cloud
application is used to feed the SLA Generation process, which consists of three main steps:
1. Design analysis: in this phase, the description of each component of the application is
enriched with a set of properties, which depend on the implementation of the component and
are related to the possible risks deriving from implementation and usage choices.
2. Risk Analysis: in this phase, the Risk Analysis Module of the DST, based on the component
type and on the properties defined at the previous step, identifies the main threats, risks and
treatments each component is subject to. Risks are classified and ranked (e.g., based on
parameters such as likelihood, impact or consequence, etc.) according to existing risk
assessment methodologies.
3. SLA generation: in this phase, for each threat found at the previous step, one or more security
controls are identified. These controls, along with the set of security metrics of interest and
related SLOs, are used to build up a Security SLA for each component of the application.
Such SLAs, namely the security requirements of each component, were originally named
“requested SLAs”. In this new version of the deliverable, we have called them SLA template.
The Security SLAs resulting from the SLA Generation process are used as the input for the SLA
Feasibility phase, which has to determine if and how the included requirements can be fulfilled by
existing known providers/services. When any control is not fulfilled, as anticipated, the Add Security
Libraries activity will be executed. The whole process has been refined and updated to complete the
SLA generation phase and evaluate its feasibility. All the details are discussed in the following
sections and in Deliverables D1.4 and D1.5.

16
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3 Security SLA for Security-by-Design
The MUSA SLA-based Security-by-Design process (MUSA SSDE) is a security engineering process
devoted to the development of (multi-)cloud application and it is independent of the adopted software
development methodology, i.e. it can be easily integrated in different approaches (as shown later in
this section). This section aims at illustrating the engineering process designed to developing secure
multi-cloud application using Security SLAs as a mean to manage security requirements and assess
application and services security.
In Section 3.1 we report an updated description of the state of art related to security engineering
techniques, illustrating common security assessment methodologies, their relationship with the to
security-by-design concept and to agile development principles, and how they can be applied in
(multi-) cloud context. An experienced reader can skip this subsection.
Finally, Section 3.2 and Section 3.3 focus on the description of the innovative process we propose to
address security in our target applications (multi-cloud, component based applications). We describe
our contribution with respect to the state of the art and its application to the MUSA workflow (cfr
Section 3.3.1) and in the context of a typical agile development process with SCRUM (cfr Section
3.3.2).

3.1 Security Design and Assessment Methodologies
Cybersecurity is nowadays a demanding need, due to the increasing adoption of cyber-infrastructure in
almost every aspect of life. Its relevance is clearly outlined by the EU ambition to become a world
leader in secure digital economy, demonstrated by the number of relevant directives/regulations (e.g.,
eIDAS2, GDPR3, proposal for an e-Privacy regulation) and standards that aim at promoting trust and
confidence to the European consumers and providers/suppliers, paving the way for a competitive,
trustworthy Digital Single Market.
Such increasing need for secure application collides with the high cost of the development of secure
applications. In fact, as outlined in [1]: “Security is a chain; it’s only as secure as the weakest link.
Security is a process, not a product”; consequently, the biggest issue is the correct application of such
security processes in the development of applications.
The most common security engineering practices applies the above concepts proposing hardening and
security processes. Such processes are applied systematically to a target system and carried out during
its life cycle, even if focusing mostly on the phases just before the solution release and during its
execution. Typical examples of such methodologies are illustrated in [2], [3] and [4]. Furthermore,
these processes are being even standardized by ISO/IEC (the SSE-CMM [5]) and NIST ([6], [7], [8]).
Such practices are regularly applied in security-critical contexts, but often neglected by SMEs in
development of application where security is considered just an additional requirement. Indeed, the
application of these practices is quite expensive, they imply the involvement of security experts with
high skills, introduction of ad-hoc processes into the development and management processes, that
may affect the time-to-market and the overall duration of the design and development steps.
It is worth noticing that recent adoption of regulations like GDPR, that imposes the respect of rules
related to security to protect customer’s data, may affect SME making the cost of software production
impractical for many of them. Consequently, there is a need for techniques that as much as possible
reduce the cost of security assessment processes.

2
3

Available at: http://eur-lex.europa.eu/legal-content/EN/TXT/?uri=uriserv:OJ.L_.2014.257.01.0073.01.ENG
Available at: http://www.eugdpr.org/
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3.1.1 Security and Requirement Engineering
All methodologies suggest applying the above-mentioned security best practices as early as possible in
the development process, suggesting security-by-design approaches, i.e. design and development of
systems taking into account the security as early as during systems design.
In order to design system security, the Authors of [9] suggest the use of a systematic engineering
approach. Systems security engineering is concerned with identifying security risks, requirements and
recovery strategies. A common approach in the last years has been to address security in common
software life cycle using requirement engineering principles. The term Requirements engineering
refers to the process of defining, documenting and maintaining requirements and, accordingly, to the
software engineering methodologies concerned with this process. An example of such approach is
documented in paper [10], which presents a reuse-based process centred on the Common Criteria that
deals with security requirements at the early stages of software development in a systematic and
intuitive way. The proposed process provides a security resource repository and tries to integrate the
Common Criteria into the software lifecycle, so as to unify the concepts of requirements engineering
and security engineering.
Other examples of security applied in the context of requirement engineering are the extension to the
Tropos methodology proposed in [11]. Giorgini et al. ([12], [13], [14], [15]) suggest to develop a
methodology that considers security as an integral part of the whole system development process, and
present a formal framework for modelling and analysing security and trust requirements extending
Tropos. The key idea is to distinguish between the actors that manipulate resources, accomplish goals
or execute tasks, and actors that own the resources or the goals when modelling security and trust. The
methodology assumes to build a trust model, determining the trust relationships among actors, and
then to give a functional model, devoted to analyse the actual delegations against the trust model,
checking whether an actor that offers a service is authorized to give it or not. The formal framework
allows for the automatic verification of security and trust requirements by using a suitable delegation
logic that can be mechanized within Datalog. The proposed technique was illustrated through a case
study in [14], applying the Secure Tropos RE methodology for compliance to the Italian legislation on
Privacy and Data Protection by the University of Trento, leading to the definition and analysis of a
ISO-17799-like security management scheme. To conclude in [15] they extend Tropos in order to
enable even security testing adding a SAT (Security Attack Testing) process into the methodology.
Authors in [16] carry out a systematic review of the existing literature concerning security
requirements engineering and summarizes the evidence regarding this issue and provides a
framework/background for new research activities.
Considerations:
Our considerations starts from paper [16] conclusions, which outline the need for “new initiatives to
incorporate standards and new security requirements techniques, along with a systematic and intuitive
integration of the security requirements into the software development life-cycle, that is, new
proposals that methodologically support the fulfilment of standards and incorporate new techniques
during the development process must be developed”.
Accordingly, we outline that the adoption of standards to represent security requirements and to apply
security assessment is one of the key features. This need is increased (as we will see later) by the use
of a multi-cloud environment, which imposes interoperability among different system and
homogeneous representation of security.

3.1.2 Agile methodologies and Security
The identification of security requirements from the very early stages of software development is one
of the key concepts in MUSA. This strongly motivates the adoption of agile approaches during secure
multi-cloud application development. The work from Jaana Wäyrynen, Marine Bodén, and Gustav
Boström, titled “Security Engineering and eXtreme Programming: An Impossible Marriage?” ([17])
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well outlines the challenges related to addressing security and agile software development. The
adopted process usually relies on costly methodologies, also supporting agile methodologies.
The paper analyses eXtreme Programming (XP) from a security engineering standpoint, to assess to
what extent the method can be used for the development of security-critical software. This is done by
analysing XP in light of two security engineering standards; the Systems Security EngineeringCapability Maturity Model (SSE-CMM) and the Common Criteria (CC). It is interesting to note that
the paper outlines that XP is more aligned with security engineering than expected, even if some of the
activities required by the most common security assessment methodologies are still missing in the
actual procedures.
It is worth noting that, as outlined in the comparisons with SSE-CMM, what currently XP
methodologies ignores are the activities related to assess Impact, Security Risk, Threats and
Vulnerability, while specification of security needs and verification and testing are well-supported
through agile approaches. The results proposed in MUSA and illustrated in the following sections
aims at addressing exactly such topics.
It is possible to find in the literature an interesting set of experiences and proposals, that aims at
integrating and extending agile methodologies in order to address security issues. In the following we
will present a brief summary of such solutions.
Azham and Ghani ([18], [19], [20]) propose to extend the Scrum methodology using a security
backlog. It should be used during development, analysis and implementation in scrum phases. In their
first work ([18]) they offer a systematic literature review (SLR) about secure software development
and agile programming on literature published between 2000 to 2012. The paper highlights that in its
current form the Extreme Programming (XP) model partially supports integrating Software Security
with its twelve practices. It outlines that there are a few researches on this topic, but the detailed
information about their usage and outcome is not yet published, concluding that security based
practices in XP need to be proposed.
The papers [21], [22], [23] illustrate an approach that aims at addressing the problem of security in
agile models through the concept of good enough security, i.e., obtaining systems that are able to offer
enough grants respect to requirements. The proposed approach aims at avoiding defining how much
security (and other features) developers want to get by “a priori”, but aims at obtaining the definition
of “what is enough security” during the agile process. They classify security assurance methods and
techniques with regards to their clash with agile development ([22]) and propose a way of extending
eXtreme Programming (XP) practices, in particular the original planning game and the coding
guidelines, to aid the developers and the customer to engineer security requirements while maintaining
the iterative and rapid feedback-driven nature of XP. The introduced extensions also aid to formulate
security-specific coding and design standards to be used in the project, as well as to understand the
need for supporting specific security-related user stories by the system.
Secure Scrum ([24]) is a variation of the Scrum framework with special focus on the development of
secure software throughout the whole software development process. The key idea is to enhance
SCRUM user stories with security tags that relate them to security related stories (typically misuse
cases). The proposed process outlines even the way of integrating external competences and suggests
the way to manage it. The approach was tested with three teams of developers, showing that the group
adopting Secure Scrum was able to identify many security-related requirements and identify the
related tasks. The work also shows that introducing security into the development process increases a
lot the number of tasks and requirements to be addressed (i.e., the cost of the whole development
process).
The Authors in [25] present an approach able to address security when running projects according to
agile principles, relying on misuse stories to capture malicious uses of the application. Furthermore,
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misuse stories have been implemented as automated tests (unit tests, acceptance tests) in order to
perform security regression testing. It puts emphasis on the implementation of security related issues
without the need of changing the underlying Scrum process or influencing team dynamics. Secure
Scrum allows even non-security experts to spot security issues, to implement security features, and to
verify implementations.
S-Scrum (see [26]) proposes an alternative way to incorporate security analysis and design activities
into the Scrum processes. The proposed methodology properly cares for both security and changing
requirements during the release planning, sprints and spikes. Spikes are a type of exploration Enabler
story in SAFe. Originally defined in XP, spikes are used for such activities as research, design,
investigation, exploration, and prototyping. The purpose of a spike is to gain the knowledge necessary
to reduce the risk of a technical approach, better understand a requirement, or increase the reliability of
a Story estimate. Spikes are properly employed in S-Scrum to accommodate analysis, design and
detailed design activities for security requirements.
Considerations:
It is worth pointing out that all papers outline the desire of reducing the need of security experts with
high skills, and enable developer with basic security skills to easily address most part of the work.
Another key requirement, in order to make security processes compatible with agile processes, is to
fasten security processes, they are commonly time-expensive. An agile-compatible security process
should be made of short tasks, that should be as automated as possible.

3.1.3 Secure multi-cloud Development
Security-by-design requires that security be taken into account from the very early stages of the design
process. Kreizman and Robertson, in their Gartner whitepaper [40], were probably the first to position
security-by-design principles in the enterprise context, but the need for a deep security analysis from
early development stages is well outlined in literature [41,42,43] even if authors in [44] clearly
outlined the immaturity of the field and the lack of tools and methods for formal threat modelling. It is
worth noting that MUSA project aims at introducing such approaches (even if they are still work in
progress) in the most complex context of development of multi-cloud applications. In particular, in the
processes proposed by the MUSA SSDE, security threat modelling, which is the process of
identifying, documenting and mitigating security threats affecting a software system, need to assume a
key role.
In the context of cloud computing, where security is considered one of the main inhibitors, the role of
such techniques becomes very relevant, despite the lack of concrete techniques and tools to address
such solutions. Risk analysis for cloud adoption was proposed by some recent papers [45,46], but no
one clearly addressed the process of cloud application development according to such risk analysis
process. Many challenges are still open in the development of multi-cloud applications. The authors in
[47] illustrate an interesting general-purpose life cycle for multi-cloud applications that was adopted in
the PaaSage project. The paper proposes a technique based on matchmaking between requirements
and infrastructure offerings to support multi-cloud deployment. Also the paper in [48] illustrates in a
synthetic way the CPIM/CPSM approach proposed by CloudML to support the idea of a multi-cloud
applications as deployment of components over multiple providers. Paper [49] discusses the
possibilities to enhance security of multi-cloud applications with fixed and known deployment
patterns, but many security issues still remain, as also outlined by Sandhu et others in [50].
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For what regards the adoption of Security SLAs to represent the security features offered by CSPs, a
lot of activities exists today on this topic, supported by ENISA. Moreover, as already outlined, several
projects have addressed the use of Security SLAs, such as SPECS4, MUSA, SLA-Ready5 and
SLALOM6.
Considerations:
It is worth pointing out that, in spite of the state of the art, a security-by-design methodology should:
•

•

Enable security assessment for application at design phase, even if the system is partially
undefined (e.g. the developer does not know on which CSP the software will run, or the main
features of the underlying infrastructure).
Take into account the security offered by software and services of third parties, as an input for the
security assessment process.

3.2 Security-by-Design Process for Multi-cloud Applications
The MUSA SLA-based Security-by-DEsign process (MUSA SSDE) is a security engineering process
devoted to the development of (multi-)cloud applications and it is independent of the adopted software
development methodology, i.e. it can be easily integrated in different approaches (as shown later in
this section).
The core idea is to offer a solution to the issues identified by the scientific literature and meet the
following requirements:
1. Simplify and reduce the costs of security assessment in order to make it practical with
development of solutions by SMEs;
2. Address security concepts adopting as much as possible standard solutions;
3. Define a process made of fast and automated tasks;
4. Reduce the involvement of security experts with high skills;
5. Delegate as much as possible security process to developers with basic skills;
6. Security offered by software and services of third parties should be considered as an input and
included in security assessment process;
7. Enable security assessment for application at design phase, even if the system is partially
undefined (e.g. the developer does not know on which CSP resources the software will run, or
the main features of the underlying infrastructure).
The MUSA SSDE process addresses such requirements with a sequence made of three main steps, as
illustrated in Figure 3: Modelling, Per-component Security Assessment and Per-Application Security
assessment. As shown in the figure, SLATs (SLA Templates) and SLAs maintain the security related
information along the whole development process. In particular:
• SLA: are the Service Level Agreements that each component of the multi-cloud application
grants, i.e. the security controls correctly implemented and the Service Level Objectives,
expressed as threshold on security metrics, that can be granted by the multi-cloud application
during its execution;
• Requirement SLA Template (SLAT): are the desired SLAs for each component;

4

SPECS project. (2015) Secure provisioning of cloud services based on SLA management. Available at:
http://www.specsproject.eu/
5
SLA-Ready project. (2015) Making Cloud SLAs readily usable in the EU private sector. Available at:
http://www.sla-ready.eu/
6
SLALOM project. (2015) . Available at: http://slalom-project.eu/
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•

Assessed SLAT: are the SLA Templates that describe the security that the software piece is
able to grant due to the way in which it is developed, independently of the context in which it
runs. In other words, they describe the controls that could potentially be granted, after a
negotiation process that takes in consideration the context of execution of the
software/service.
It is worth remembering that the SLA models adopted rely on the adoption of standard security
controls and offer a security representation compliant with all the state-of-art security standards,
according to requirement 2 (“Address security concepts adopting as much as possible standard
solutions”).

Figure 3: The SLA-based Security-by-Design Flow
The Modelling task has the role of designing the overall multi-cloud application, in order to drive the
activities of the following steps. In particular, the model should outline:
(i)
The application architecture, i.e. the components developed from scratch, the commercialoff-the-shelf software used, the services involved in the application and the relationship
among them,
(ii)
The deployment information, i.e. the CSPs used and the services that they should provide
and where each software component is deployed.
It is worth pointing out that the first point aims at enabling the approach to address requirement 5,
while the second one goes in the direction of addressing requirement 6.
Section 4 will detail the modelling technique we adopt to describe the application and the relationship
with existing modelling languages.
The core of the MUSA SSDE process is the second step, the Per-component Security Assessment.
According to the third requirement (“process made of fast and as much as possible automated tasks”),
each component can be analysed independently of the others. So it is possible to define independent
tasks, each addressing a different component, and conduct the activities with different and independent
teams for each of them.
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Per-component Security Assessment task includes two sub-tasks: risk analysis and security
assessment.
The first task is related to the risk analysis process, described in detail in MUSA deliverable D3.1
Initial security based discovery and composition and in [27]. The process automates the process of
identification of threats and needed countermeasures (security controls), producing in output the
Requirement Component SLATs.
The second task, the security assessment step, instead, assumes as input the result of risk analysis and
verifies through a detailed assessment procedure the correct implementation of required controls into
the components/services.
According to requirement 4 (“Reduce the involvement of security experts with high skills”), the only
activity that needs specific security skills is the one related to the risk analysis procedure.
The security assessment procedure is related to the features introduced into the specific
component/service involved in the task and, according to requirement 5 (“delegate as much as
possible security process to developers with basic skills”), the basic security skills of developers
enable to address this task correctly (Section 4.3 illustrates in detail the process and outline the
required developer security skills). The result of the assessment process is the Assessed Component
SLATs, that summarize the security features introduced into the components.
It is worth noting that it is possible to group the risk analysis sub-tasks for all components and conduct
all of them together, concentrating the need for a security expert in such task groups.
The last task of the MUSA SSDE process is the Per-Application Security Assessment, i.e. the
process that aims at identifying the SLA of the multi-cloud application as a whole, i.e. the security
level that the application is concretely able to grant, when put in production.
This step assumes as an input the result SLATs of the components and, taking into account all the
information available from the model (components/services interactions, CSPs involved, deployment
details) evaluates the security controls correctly implemented and the SLOs that can be effectively
granted in production, through a process named SLA composition described in detail in Section 4.4 and
in [28]. The outputs of the process are the Application and Component SLAs.
The MUSA SSDE process is typically iterative, and the results of the Per-Application Security
Assessment are commonly used as a feedback to the Modelling phase, in order to correct and adjust
the application description. It is worth noting that the MUSA tools enable to completely automate the
deployment of the application from the model, granting a 1-to-1 relationship between the model and
the concrete application behaviour after deployment.
The feedback of the MUSA SSDE process can be considered differently, depending on the way in
which the tasks are carried out.
If SLA composition takes the Requirement Component SLATs as input, the result of the process will
be the desired SLA for each component, according to the requirement. Such information can be used,
in the preliminary design phases of the multi-cloud application, in order to make the choice related to
the organization of components and their deployment.
When the inputs to the SLA composition techniques are the Assessed Component SLATs, instead, the
results will be the SLAs that the application is actually able to grant. The process can be executed even
when the assessment procedure is not completed, producing Assessed Component SLATs that are not
compliant with the Requirement Component SLATs, (whose effect will be evident after SLA
composition), but enabling the deployment in the testing and pre-production environments, respecting
the agile approach.
To conclude, the proposed MUSA SSDE addresses the main requirements we extracted from analysis
of the state of the art (requirement 2-6), proposing a procedure simple to apply, made of fast and tasks
that automated as much as possible, using standard representation of security, granting interoperability
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among different CSPs, reducing (and possibly confining in specific tasks) the involvement of security
experts, delegating to a developer with basic security skills most of the security assessment work. The
procedure easily supports integration of security information coming from third parties (thanks to
adoption of SLAs) and is flexible with application deployment. Thanks to the adoption of the SLA
composition techniques that enable to evaluate effects of infrastructure and deployment changes over
the multi-cloud application security assessment. All such features should also grant an overall
simplification of the security assessment process and, consequently, a reduction of the costs according
to requirement 1.
The following section illustrates how the MUSA SSDE process can be easily integrated into different
development methodologies, illustrating in particular how the steps are implemented into the MUSA
workflow and how they can be used in the context of a SCRUM development process.
The MUSA Security-by-DEsign (MUSA SSDE) process can be synthesized as in Table 2, that
summarizes all the artefacts produced by the methodology, and in Table 3, that summarizes the tasks
to be conducted in order to obtain the requested artefacts.
Table 2. MUSA SLA-based Security-by-DEsign (SSDE) Artefacts
Artifact

Description

Model

A description of the multi-cloud application that identifies the full list of
components/services, their relationship and all information related to
deployment (CSP used, distribution of components/services over CSPs, …).

Requirement
Component SLAT

The SLA Templates that describe the desired SLAs for each component,
reporting the security controls that should be correctly implemented and the
SLOs to be respected.

Assessed
Component SLAT

The SLA templates that describe the security that the software item is able to
grant, due to the way in which it is developed, independently of the context in
which it runs.

Component SLA

The Service Level Agreements that each component/service of the multi-cloud
application grants to other components/services and to customers.

Application SLA

The Service Level Agreements that the multi-cloud application grants to
customers

Table 3. MUSA Security-by-DEsign (MUSA SSDE) Phases
Phase
Modelling

Description
•

Definition
of
Architecture;

•

Identification
components/services,

SSDE Artefact
Application Model
of
24

D2.3: Final SbD methods for multi-cloud applications

Per
Components
Security Assessment
– Risk Analysis

•

Definition of components/services
relationships

•

CSP Choices

•

Distribution
of
components/services over CSPs

•

Identification of threats
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•

Requirement
Identification of desired Security SLAT
Controls

•

Identification of desired SLOs

Per
Components
Security Assessment
– Assessment

•

Verification of desired Security Assessed Component SLAT
Controls in Components

Per
Application
Security Assessment

•

Evaluation of Security controls Component SLA,
correctly granted after deployment Application SLA
Evaluation of SLOs correctly
granted after deployment

•

Component

3.3 Application of Security-by-Design Process in MUSA
The MUSA SSDE process is an abstract process that can be integrated in different software
engineering methodologies. This section aims at describing its integration in two different contexts:
the MUSA workflow, illustrated all along the project, and as an extension of the SCRUM process
(Section 3.3.2).

3.3.1 MUSA SSDE in the MUSA Workflow
The Security-by-Design process based on Security SLAs described in this deliverable was born in the
context of the MUSA Workflow and includes seven main phases: Modelling, Risk Assessment, CS
Selection and Decision Support, SLA Generation, SLA Composition, Deployment Planning,
Deployment and Execution. The details of the full solution were already described in D1.4 and D1.5.

Figure 4: The MUSA Workflow
Figure 4 illustrates the overall MUSA workflow and outlines how the MUSA SSDE phases map on
top of the process. It should be noted that the Modelling phase is simply in common to both processes,
while the Risk Analysis sub-task of the Per-Component Security Assessment takes part, in MUSA, in
the risk assessment sub-task.
25
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As we outlined in section 3.2, Risk analysis is the only task that concretely needs high security
expertise (competence in security controls, in risk evaluation and modelling, in threat modelling and
evaluation), so it was managed as an independent task, conducted by a security expert for each
component.
The second phase of the Per-Component Security Assessment, which aims at evaluating concretely the
SLA of each component, evaluating the software code and its configuration, takes place in the SLA
Generation task: the results of the risk analysis are translated into Requirement Component SLATs and
assessed according to the methodology exposed in Section 4.3.
The Per-Application Security Assessment task of the MUSA SSDE process explicitly is mapped on
the SLA composition step of the MUSA workflow, applying the techniques illustrated in Section 4.4.
It is worth noting that in MUSA the feedback takes place after the SLA composition task (PerApplication Security Assessment), offering to the developer a summary of the security requirements
still uncovered, and outlining the need for adapting the deployment architecture and/or of changing
some of the choices made during the previous steps.

3.3.2 An Agile Software Life Cycle
Nowadays the SCRUM methodology is probably the most popular agile approach, and it is largely
adopted in many different contexts. In order to outline how to apply MUSA SSDE tasks and artefacts
in SCRUM, we briefly summarize the methodology.
SCRUM methodology identifies three main actors: the Product Owner, responsible for the product
releases (so for maximizing the value of the product and the work done), the Development Team, that
consists of professionals who do the development and should include all the needed skills for the
development of the product, and the SCRUM master, responsible of supporting the product owner and
the developer team in the application of the Scrum methodology.
As illustrated in Figure 4, SCRUM includes 3 artefacts (Product Backlog, Spring Backlog and
Increment, not illustrated in the picture) managed and produced through 5 events (Sprint Planning,
Sprint, Daily Scrum, Sprint Review and Sprint Retrospective).
The Product Backlog is a list of items, i.e., descriptions of actions to be done, that summarize all the
requirements, functionalities and expected results associated to the product. It is controlled by the
Product Owner, which is the only one authorized to maintain and alter the backlog. The Increment
artefact is simply the list of items in the Product backlog that are marked as Done.
All the methodology works in terms of Sprints, a time-box of one month or less, during which a
potentially releasable product Increment is created by the Developer team. The tasks to be performed
during the Sprint are defined and selected during a Sprint Planning, a relatively long meeting (usually
it is considered having a maximum of eight hours) during which the Team and the Product Owner
identify the Sprint Goal and assign priority to items and define the work to be done during the Sprint.
Note that the final result of a Sprint should be a releasable product, so it is very relevant to identify a
clear Goal for the Sprint and to identify the User Stories that the product released at end of the Sprint
implements.
The Sprint activities are managed daily through a fast (maximum 15 minutes) Daily Scrum event,
which involves the Developer Team members to synchronize activities and create a plan for the next
24 hours.
At the end of the Sprint a Sprint Review takes place, involving Product Owner and Developer team, in
order to inspect the Increment and adapt the Product Backlog if needed. The Sprint Retrospective
takes place after the Sprint Review and before the next Sprint in order to let the SCRUM team to
inspect and create a plan for improvements to be enacted during the next Sprint.
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Figure 5: The SCRUM Process

3.3.2.1 MUSA SSDE and SCRUM
As outlined in the state-of-the-art section, the existing proposals aim at changing/updating the
SCRUM methodology in order to address security requirement in agile development. Some proposals
([18], [19], [20]) try to update the methodology adding a security backlog, maintained by a security
expert to take trace of the issues, using special tags to keep trace of security aspects in the products or
using special concepts like spikes ([26]), to alter the common flow of Scrum. All such variations are
due to the necessity of introducing security expert competence in the flow, assuming that an external
expert to carry out the actions is needed. An alternative approach for introducing security is to adopt
misuse cases as part of the definition of the product behaviour, including in the Sprint Goals the
prevention of such conditions ([21], [22], [23], [25]).
The approach that we sustain, instead, aims at identifying a set of tasks and actions that can be
integrated in the common SCRUM workflow without altering the main scrum principles, but enabling
to address security issues together with all the other functionalities and requirements of the system.
It is worth noting that SSDE is made of many little independent tasks that can be planned in the Sprint
Planning. A key factor is the right assignment of the priorities, that depends on logical dependencies in
the SSDE process. In particular, Modelling is always considered as a high-priority action and also the
risk analysis sub-task of the Per-Component Security assessment. Note that the security assessment
subtask of the Per-Component Security assessment can be performed by developers even at low
priority, applying it during the other development activities. The Per-Application assessment, instead,
should be considered as high priority in the very early Sprints, using as input the Per-Component
Requirement SLATs, i.e., evaluating the security assessment under the assumption that requirements
are correctly implemented, in order to identify easily the criticalities related to deployment and
application architecture. We suggest that the Per-Application Security assessment analysis takes place
during the Sprint Review, in order to evaluate the model and organization of the software adopted and
to influence the following Sprint Planning activities.
After the first Sprint, Per-Application Security assessment will be useful to assign priorities to the
backlog during planning events.
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Table 4. Spring Events and MUSA SSDE Changes
Event

Description

How SSDE Affects

Sprint
Planning

Assign priorities to backlog items SSDE asks to the Sprint Planning to introduce
and plan Sprint tasks
SSDE tasks in the backlog items.
SSDE tasks priority should be respected.

Sprint

Execute the tasks according to the No changes
plan

Daily Scrum

Define daily activities

Sprint
Review

Inspect the work done and update SSDE asks here to make a deeper analysis of
product backlog
the result of Per-Application Security
assessment and a comparison with
requirement in order to update model and/or
component security requirements/ assessment

No changes

Sprint
Inspect the team itself and create a Verify if security skills are adequate
Retrospective plan for improvements
Table 5. Spring Artefacts and MUSA SSDE Changes
Artifact

Description

SSDE Changes

Product
Backlog

List of items (actions to do and Add as possible items:
artefacts to produce)
• Application Model
•

Per-Component Requirement SLATs

•

Per-Component Assessed SLATs

•

Per-Application SLAs

Sprint
Backlog

List of items with priorities

Assign priorities taking into account SSDE
dependencies.
Give high priority to modelling and risk
analysis.

Increment

List of items Done

No changes
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4 Methods
This section aims at summarizing the innovative techniques and methods adopted in order to apply the
MUSA SSDE process, described in Section 3. Consequently, we will illustrate the innovative
modelling technique, the automated risk analysis process, the SLA-based security assessment process
and the SLA composition technique, which enable us to assess the security offered by components,
taking into account their interaction, their deployment and the security granted by the CSPs providing
the services.

4.1 Modelling
According to the MUSA SSDE process, the Modelling task has the role of outlining the overall multicloud application, in order to drive the activities of the following steps.
Section 3.2 outlined the following requirement for the modelling process:
(i)
The application architecture, i.e., the components developed from scratch, the
commercial-off-the-shelf software used, services involved in the application and the
relationship among them;
(ii)
The deployment information, i.e., CSPs used and the services that they should provide and
where each software component may be deployed.
In MUSA, multi-cloud applications are modelled using the CAMEL language (further details on the
language and its usage are reported in MUSA Deliverable D.2.5), which also proposes the MUSA
editor for the language.
In order to manage security concepts and manage easily the information needed to perform the SLA
composition techniques and automate the MUSA SSDE process, however, we developed a simplified
graph-based model, named Multi-cloud Application Composition Model (MACM), which can be
generated from the CAMEL application description (the MUSA Web editor offers a dedicated REST
API) and enables to implement easily SLA composition and model exploration algorithms.

4.1.1 The Multi-cloud Application Composition Model (MACM)
The goal of the MACM is to enable reasoning over the security of a cloud application made of
multiple components, whose Security SLAs are already assessed, i.e., to identify the Security SLA of a
cloud application made of a collection of cooperating software components (simply components, in
what follows) offered as-a-service. A component can be directly offered as-a-service by a CSP, or by
deploying a suitable software artefact over a cloud service of infrastructure capability type (i.e., over a
virtual machine).
We will use the expression cloud application deployment to identify the mapping of components to
resources that leads to a running cloud application by acquiring pre-deployed components provided by
a CSP, and/or by deploying custom components over a set of leased virtual machines.
As an example, let us consider an application made up of a web application W (i.e., a software that
offers an HTTP interface), which uses a mySQL database DB. According to the above-defined
terminology, W and DB are cloud application components. As shown in Figure 6, a possible cloud
application deployment can involve a single virtual machine that executes both W and DB; an
alternative deployment requires two virtual machines, hosting W and DB, respectively; a third
alternative can rely on a virtual machine hosting W, while the DB is offered directly by the CSP (in
this case, the number and location of the VMs used for running the database service is usually
unknown).
In order to model such an application, we use a graph-based model of the application, which outlines
the main relationship among the services in order to drive the composition. For simplicity's sake, the
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model illustrated in this section is simplified and only few of the possible relationship and properties
are taken in consideration.

Figure 6: Examples of Cloud Application Deployment
In a graph-based model, nodes and relations are characterized by a label, which identifies the type of
nodes and properties that can be associated to a node. It is worth noting that labels can be defined in a
hierarchical way. As an example, in MACM we define nodes of type service and such nodes can be
even of type IaaS (Infrastructure-as-a-service), PaaS (Platform-as-a-service) or SaaS(Software-as-aservice).
Table 4 summarizes the node types that MACM supports. It is worth noticing that the model enables
to define both nodes aiming at describing the cloud application and nodes devoted to describing the
(security) SLAs.
In graph-models, the links among nodes (Relationship) are always directed and will be constrained to
the type of nodes that can be used as start or end node. As nodes, relationships types are identified
through labels and may have properties associated to them.
The MACM relationships are illustrated in Table 5. Note that the deployments illustrated in Figure 6
are compliant with such a model.
It is worth noting that each different deployment may result in different security policies, which are
made explicit through the SLA part of the model and that depend on both the policy of each
component and the way in which they are inter-connected (i.e. the relationship of the MACM model).
An application is made of services of the three capability types: IaaS (Infrastructure-as-a-service),
PaaS (Platform-as-a-service) and SaaS (Software-as-a-service), which interact each other. As an
example, a virtual machine will be an IaaS service, while a component deployed over the VM will be
represented as a SaaS service. A CSP can provide any type of service (IaaS, PaaS and/or SaaS).
In order to model (multi-)cloud applications, as an example we will use the term host to indicate that a
IaaS service (a virtual machine) enables the execution of a SaaS service (a software component like a
DB or a web App). The uses relationship, instead, describe the case in which a service (of any type)
uses the functionalities offered by a SaaS service.
Table 6. MACM Nodes
Node type
IaaS:service
PaaS: service
SaaS:service
CSP: party

Description
Service of Infrastructure-as-a-service capability type
Service of Platform-as-a-service capability type
Services of Software-as-a-service capability type
Cloud Service Provider

color
Red
Violet
Blue
Green
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SLA
SLAT

Relationship
provides

hosts

uses

requires

supports

Grants
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Service Level Agreement (root node of a SLA graph model)
Service Level Agreement Template (root node of a SLA graph
model)
Table 7. MACM Relationships
Start Node
End Node
Description
CSP
service
Describes what are the services offered
directly by a CSP. It is worth noting that
they can be of any capability type
IaaS
service
Describes the relationship among an IaaS
PaaS
or PaaS service and the service which is
executed on top of them
service
service
Describes the relationship among a
services S and a SaaS service when S uses
the software-as-a-service functionalities
service
SLAT
Describes the relationship among a service
party
and/or a party (like CSP) and the
Requirement SLAT
service
SLAT
Describes the relationship among a service
party
and/or a party (like CSP) and the Assessed
SLAT
service
SLA
Describes the relationship among a service
party
and/or a party (like CSP) and the SLA

For what regards the security aspects of the application, as already described in detail in D2.1 and
summarized in Section 2, Security SLAs enable to express the security policy associated to each cloud
service. We adopt the SPECS7 Security SLA model, described in detail in [5] and on the WSAgreement standard [6], which has been extended with provider-specific information and securityrelated concepts.
In particular, in such model the security policies are specified in terms of the set of enforced standard
security controls. According to NIST [7], security controls are safeguards or countermeasures
prescribed for an information system or an organization designed to protect the confidentiality,
integrity, and availability of its information and to meet a set of defined security requirements. The
NIST control framework, similarly to ISO 27001, lists more than 900 security controls, assigning to
each of them a name and a unique identifier, and illustrating a detailed description that states how to
correctly implement it and to verify its correct implementation.
Security controls are organized in families, each of them addressing a different security domain,
moving from access control (AC) to identification and authentication (IA), to media (MP) and
physical environment (PE) protection. Security controls may also include organizational aspects, like
personnel training and planning.
In practice, the set of controls declared in a Security SLA express the security policy adopted by a
provider (possibly related to a specific service) and can be used to evaluate the security requirements
that the provider is able to fulfil. Moreover, the proposed model expresses the Service Level
Objectives (i.e., the security levels that the cloud services grants) in terms of the (security) metrics
associated to such controls, which can be used to monitor their correct implementation.

7

SPECS project. (2015) Secure provisioning of cloud services based on SLA management. Available at:
http://www.specsproject.eu/
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In the MACM graph-based model, we usually name macmSLA the sub-model devoted to describing
only SLA and SLATs. Last six node types in Table 4 and last 5 relationship types in Table 5 are used
to describe a security SLA.
Figure 7 illustrates an example of a graphical representation of a security SLA using MACM (please
note that some links and nodes are hidden for simplicity’s sake). The service node WebPool (green)
grants (a relationship) the red node (labelled with WebPool_sla) which is the SLA root node. It is
worth noting that the blue nodes are SLOin (relationship) of the SLA, while the purple nodes are
ControlFamilyIn (another relationship) of the SLA, i.e. the SLA contains that SLOs and at least one
security control of the Control Family. The SecurityControls (nodes) are in SecurityControlOf
relationship with the Control Family they belong to. Moreover, the SLO nodes are MeasuredWith
(relationship) with the SecurityMetric (yellow nodes) that are in MetricMappedTo relationship with
the SecurityControls (nodes).

Figure 7: An example of Security SLA in the graph-based SLA model
The graph-based models are stored in graph databases and can be easily explored, analyzed and
updated through queries to such kind of databases. Section 5 illustrates the framework we use to
model, alter and automatically manage such kind of models in order to automate components security
assessment.

4.1.2 Graph-based Reasoning
The graph-based models can be stored and maintained using graph databases, that enable to maintain
easily complex graphs, granting the data persistence and exploring/updating them through SQL-like
queries using Graph-oriented languages (like Cypher [29],[30]) . It is out of the scope of this document
to describe in detail such graph-oriented languages, but we assume a basic knowledge of the language
in order to describe how we manage such models.
Typical examples of queries over a MACM model are exposed below, in order to offer a fast
introduction to such language principles.
•

List all IaaS services:
o match (n:IaaS:service) return (n)

•

List all CSPs:
o match (n:CSP) return (n)

•

List all the services hosted by the vm with id 23:
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match (vm
return (n)

{id:’23’}),
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(n:service),

(vm)-[:hosts]->(n)

In order to perform security assessment over a cloud application on MACM, we translate graph-based
models in first-order logic knowledge bases (Prolog) in order to express and analyse logical conditions
over security controls. In practice, our goal is to know the model of the application and the security
information associated to each node, as well as to take into account all deployment information.
The main assumption we make is that each security control is independent of the others, and can be
independently verified. According to such consideration, the security assessment process takes place
for each control of the standard framework. As an example, two completely independent processes
will be carried out to verify control AC-2 (that states the rules adopted to manage accounts in the
access control) and to verify control AC-3 (that verifies the authorization enforcement mechanisms).
In practice, we translate the graph model in a set of logical rules that depend on the way in which
specific security controls are implemented and how each relationship of the MACM model affect it. It
is worth noting that such translation happens for each single security control; it is impossible to derive
a general rule to be applied for every kind of security aspect, even for a single specific application.
However , knowing the security control and knowing the application model it is possible, as we have
shown in [28], to derive such information.
In order to perform such graph-logical translation, we adopt the following notation: for every graphbased model, N indicates the set of all the nodes of type service in a graph of cardinality n, while Ni
N denotes one single node. It is possible to derive N from a MACM using one of the queries
illustrated above:
match (n:service) return (n)
SLA(S) and SLAT(S) indicate the Service Level Agreement and the Service Level Agreement
Template that a service N grants and supports, respectively. They can be obtained through the
following queries:
match
(slat)

(n:service

{id:’S’}),

(n)-[:supports]->(slat)

return

match (n:service {id:’S’}), (n)-[:grants]->(sla) return (sla)
Such queries return the id of the SLA/SLAT and the contextual information associated to them
through properties, such as the name of the SLA. In order to reason over the SLA content (i.e., the
security controls granted) we indicate that a SLA has a node of type Security Control, labelled cj,
with the notation SLA(cj, S)=1 to indicate the boolean variable that assumes value 1 if the service
S declares the security control cj in its policy, 0 otherwise. Similarly, SLAT(cj,S) is the boolean
variable associate to the SLA templates.
In practice, according to such an approach, every security control in an SLA or in an SLAT will be
translated into a prolog assertion of type
SLA(cj, S).
As a result, for each security control in each SLA and SLAT in the graph-model, we can define a
knowledge base made of all the assertion that states, for each service, if such a security control is
implemented or not.
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It is possible to generate all the Prolog assertion, starting from the graph model, using this simple
assumption:
SLA(cj,
N)=1,
cjCF

match
(n:service
{id:’N’}),(CF
{name:’CF’}),(SC
{name:’cj’}),
(n)-[:grants]->(sla),
(CF)[:ControlFamilyIn]->(sla), (SC)-[:SecurityControlOf]->(CF)
Moreover, we denote SLA(cj, app) the boolean variable that assumes value 1 if the application
declares the security control cj in its policy, 0 otherwise. According to the definition of the security
controls, a (multi-)cloud application has a security control declared in its policy if and only if all the
services composing the application declare such control in their SLA, as expressed in Equation 1.

Equation 1: Definition of SLA for a (multi-)cloud application
It is worth noting that the SLA of the overall application depends on the SLA of the components that,
in turn, depend on their SLA templates and on the SLAs of components they are in relationship with.
According to the proposed approach, we are able to build up a knowledge base made of all the
assertions, which states for each service the security controls implemented. This enables us to make
logical queries on top of the security controls, taking into account the service relationship and the
security controls definitions. It is worth noting that such knowledge base can be dynamically built
starting from the graph-based model.
In order to clarify the above concepts, let us consider the case of the web application previously
illustrated in Figure 6. If DB implements an access control system applying all the controls of the
NIST family AC, but the hosting vm(s) does not have any access control (e.g., allowing access to
everyone) the service DB cannot declare that it correctly implements access control security controls.
Such concept can be expressed, according to the formalism, illustrated in Equation 2.

Equation 2: An example of composition rule stating that a control depends on what a software
implements and on the availability of the same control in the hosting VM

Moreover, each relationship affects the security controls in different ways. As an example, let us
consider the case of access control for the web application W and the database DB. If DB (and the
underlying VM) implements correctly access control procedures, it is not relevant if W implements
them or not for the SLA of the DB itself. On the other side, if the DB does not offer any access control
and the application W implements such controls, the application W cannot declare the AC controls in
its SLA, because the data stored in the DB will be not protected. As a consequence, we can declare
what is shown in Equation 3.
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Equation 3: An example of control composition

4.1.3 SLA Composition
Using the graph-to-logic translation illustrated above, we can address the problem of security controls
composition. The concept of SLA composition is pretty simple and it translates each SLAT associated
to the services to a SLA.
To better explain the meaning of the process, we remind that the SLAT (the Service Level Agreement
Templates) are the templates associated to a specific service declaring the security controls it
implements, not taking into account the deployment information and the context of execution. SLAs,
instead, are what we are effectively able to declare. As a consequence, SLA composition process is,
from a security point-of-view, a security assessment process aiming at defining the SLA of a multicloud application.
It is worth noting that the CSP always exposes an SLA, which is the starting point of our composition
rules and does not vary, independently of the involved components (the CSP offer always the same
grants).

Figure 8: From SLAT to SLA

The correct implementation of a security control from a service depends on:
•

How the service code implements the security control, i.e., on the SLAT of the service, that
we will denote as SLAT(cj, N);

•

How the service interacts with the other services composing the application and the way in
which they implement such security control, i.e., the MACM relationship among the service
and the other services and the SLAs of the other services.
If a CSP provides directly the service, on the correct implementation of the security control
from the CSP itself.

•

Translating the above concept in terms of logical rules, we can assume that, assuming as N the set of
all the nodes of type service in a MACM, n the cardinality of N, and denoting with Ni N the services:
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𝑆𝐿𝐴(𝑐𝑗 , 𝑁𝑖 ) = 𝑓 (𝑆𝐿𝐴(𝑐𝑗 , 𝑁𝑘 )𝑘=1..𝑛, 𝑘≠𝑖 , 𝑆𝐿𝐴𝑇(𝑐𝑗 , 𝑁𝑖 ))

Equation 4: The generic expression of SLA composition for a single security
control

It is worth noting that the function f, for the same service (Ni) is different depending on the security
control, so we need to generate a different function and set of assertions, for each of the controls
involved. In particular, it should be noted that:
•
•

Each security control 𝑐𝑗 has a different function 𝑓
function 𝑓 depends on:
o The nodes involved
o The relationship among nodes
o The security control under analysis

The SLA Composition technique relies on the considerations made above. For each service Ni of
MACM we can build a rule in the form of Equation 4, taking into account all the relationships in
which the node is involved and the role the node has in them.
In order to write such rules, we analysed one by one all the NIST security controls, summarizing the
functions to involve in a set of dedicated tables, that describe how each MACM relationship affects
that specific security control, taking into account the relationship type, the start node and the end node.
Even if we need such a table for each specific security control, we discovered that in most of the cases
it is possible to have a single table for a family of security controls. For simplicity’s sake, we illustrate
only an example for a single family in Table 8. The full set of tables is available in machine-readable
format in the java framework associated to MACM, available on bitbucket.
Table 8. The Composition rules for the AC Family
Rel.

SC

Role

Rule

Notes

<start>

AC

-

SLAT(S) AND X

AC must be available on both the node under
analysis and the host/provider node

Provides

AC

target

SLA(S) AND X

If S hosts T, AC on T depend on both S and
T

Hosts

AC

source

X

IF S hosts another service this does not affect
AC

Hosts

AC

target

SLA(S) AND X

If S hosts T, AC on T depend on both S and
T
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Uses

AC

source

SLA(T) AND X

If S uses T, AC depend on T

Uses

AC

target

X

If another service uses E, it does not affect
AC

As anticipated, the goal of the table is to outline how each relationship affects the security control for
the specific node. The core idea is that the function will be built as a string concatenation approach,
and Code 1 illustrates simple procedure adopted to create the function using the proposed table.
set f = <start>
for each relationship,
Select the row according to role
substitute X with the rule in row
remove the last X

Code 1: Composition function generation
According to such considerations, we can build up a system of composition rules that states the truth
values for each security control cj, in the variables SLA(cj,Ni)i=1..n. Each service of the MACM
contributes to the system with a specific function that summarizes all the relationships in which it is
involved. Moreover, we have a variable SLA(cj,Ni) for each service in the graph.
The above approach enables us to evaluate SLA(cj, Ni) for all the controls and all the nodes and,
applying Equation 1, to evaluate also SLA(cj,app), generating a different set of rules and
composition criteria for each of the security control in the SLAs.
We invite the interested reader to find the details of the technique and examples of composition in
[28]. The composition tables can be found in the MACM development framework, whose
functionalities can be exploited to test the approach.

4.2 Per-Component Risk Analysis and SLAT generation
The Per-Component Risk Analysis task in the MUSA SSDE process aims at identifying, for each
component, the main threats and the countermeasures that should be applied in order to reduce the
risks. Deliverable D3.2 describes the risk analysis process adopted in MUSA. In this section, we
briefly summarize the automated procedure we developed on top of the catalogues and models
described in D2.2, a more detailed description is also available in [27].
The Risk Analysis we propose for each component relies on well-known methodologies (STRIDE for
threat modelling and the OWASP Risk Rating methodology for risk evaluation) and on a collection of
open data (Threat Catalogue) that represent the basic know how associated to the process.
Figure 9 illustrates the steps adopted in the Risk process: Threat Selection, Risk Evaluation, Control
Selection, SLO Selection and SLAT Generation. In the reminder of this section we will illustrate in
detail these steps.
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Figure 9: Per-Component Security Assessment - Risk Analysis Process

4.2.1 Threat Selection step
Threat modelling is a structured activity for identifying and evaluating application threats and
vulnerabilities ([31],[32]). As suggested in [33], threat model for an entire system is a very complex
task, so the suggested approach is to proceed in threat modelling for single components of the
application. The modelling approach adopted in the MUSA SSDE process helps in such process,
because it already suggests the decomposition of application into interacting components.
The MUSA SSDE process tries to automate the threat modelling process, collecting the security
expert’s know-how in a structured knowledge base, in the form of the threat catalogue, already
illustrated in D2.2.
In such catalogue we can find a collection of threats, retrieved from standard threat models (like the
OAUTH threat model from RFC6819, SSL Threat model from SSLabs) from threats lists (like CSA
Top Threats, OWASP top 10 threats) and from scientific papers in literature (as an example [34] or
[35]).
In order to automate the threat selection, for each threat we:
1. proposed a classification according to STRIDE threat categories ([36]);
2. associated to specific components types (for the component types supported in MUSA we
refer to Deliverable D1.5);
3. proposed a set of “questions” that aims at identifying if the threat under study is meaningful
for a component;
4. suggested the countermeasures that should be adopted in terms of standard security controls
from the NIST control framework [37];
5. suggests the technical information related to the threat likelihood and impact (parameters like
knowledge requested to the attacker, easiness to discover, impact on confidentiality…)
As a result, from the MUSA SSDE user point of view, threat selection consists of selecting, for each
component, the right type and reply to the associated questions that are automatically generated
according to the type. The final result will be a list of threats to which the component is subject to. It is
worth noticing that the questions focus on the components behaviour and usually do not need any
specific security skill.

4.2.2 Risk Analysis step
The risk analysis process enables to rate the level of risk associated to each threat and/or each threat
category using the OWASP Risk Rating methodology8. Such an approach adopts 16 different
parameters (in a range from 0 to 9) to evaluate a threat (category) and consequently evaluates the
Likelihood and Impact as a risk value among 0 and 1. Ranking quantitative evaluation details are out
of scope for this deliverable and we suggest the interested reader to check the OWASP web site.
Figure 10 illustrates an example that reports the evaluation for one of the threats in the catalogue.

8

https://www.owasp.org/index.php/OWASP_Risk_Rating_Methodology
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Figure 10: OWASP Risk Rating Methodology screenshot
In order to automate risk evaluation process, each threat in the catalogue was labelled with default
values for 12 (on 16) different parameters, matching with the first three columns in the screenshot
illustrated in Figure 10. The last 4 parameters should be evaluated by the customer, being strictly
dependent on the business impact on the application of the threats, that depends on the application
behaviour and on the execution context known only to developers.
The final result of the ranking methodology is the level of risk assigned to each threat (category) in the
set of values VERY LOW, LOW, MEDIUM, HIGH and VERY HIGH.

4.2.3 Security Control and SLO Selection steps
As previously outlined, each threat was associated to possible countermeasures in terms of NIST
security controls ([37]), in order to automate the process of identifying the security controls required to
mitigate the risk associated to such threat.
The NIST control framework suggests, for security control selection, the adoption of a baseline
approach: they suggest a table that associates each security control to a level of risk. A security control
should be implemented in a system whose risk level has a value that is equal or minor to the one
associated to the control. As an example, NIST security control AC-12 has a risk label of MEDIUM,
accordingly it is not needed if the component has a risk level of LOW, but it should be implemented in
any component whose risk level is MEDIUM or HIGH.
It is worth noticing that, the proposed procedure does not need any human intervention and, once the
threats are selected and ranked, we are able to automatically identify the set of required security
controls.
At this stage, we use the Security Metric Catalogue (presented in D2.1 and available as a result from
joint initiative with other projects), that collects security metrics and their association to security
controls, outlining which security metrics offer an evidence to customers about correct implementation
of a security control. The Security Metric Catalogue also contains default suggested values for each
security metric. Therefore, starting from the security controls, we can identify the security metrics to
be used in SLOs, together with their threshold, to be suggested to MUSA SSDE user in order to offer
quantitative grants in the SLAs.

4.2.4 SLAT generation step
Finally, once security controls and SLOs are correctly selected, a Per-Component Requirement SLAT
can be generated, that summarizes the security requirements of the component in terms of security
controls and SLOs.
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4.3 Per-Component Security Assessment
Once a SLAT is generated for each component, in order to generate the per-component SLA, a
security assessment procedure is needed. Thanks to the Per-Component SLATs, we have a detailed list
of security controls required for each component of the multi-cloud application.
The goal of the security assessment is to perform a detailed security review of the application
components, in order to verify that the required security controls are correctly implemented and
configured in each of the specific components of the application. The most well-known approach for
conducting an in-depth security analysis of a product is the Common Criteria [38]. It is used in
particular in the banking sector to evaluate the software and hardware security of smart cards used in
payment systems. Unfortunately, common criteria evaluations are typically long and expensive:
bankcards typically take more than a year to get certified, including all necessary preparatory work
and lab analysis.
In the cloud scenario, an example of certification procedure is provided by Cloud Security Alliance
(CSA)9 through the STAR program, which consists of three levels of assurance, which currently cover
four unique offerings. All the offerings are based upon a succinct yet comprehensive list of cloudcentric control objectives in the CSA’s Cloud Controls Matrix (CCM), a framework of cloud-specific
security controls. We use the CCM in MUSA to represent Security SLAs from Cloud Service
Providers.
The lower level of the STAR program (self-assessment), proposes to verify and assess security level
using the Consensus Assessments Initiative Questionnaire (CAIQ) that provides a set of Yes/No
questions a cloud consumer and cloud auditor may wish to ask to a cloud provider to ascertain their
compliance with the Cloud Controls Matrix and CSA best practices.
In addition to this, an interesting assessment methodology, typically used in the context of web
application development is the Application Security Verification Standard (ASVS 2.0) proposed by
OWASP10. The work of OWASP is well recognized in the community, and in fact the first control of
CSA’s CCM (AIS-01) explicitly mentions this approach as an example of best practices for secure
cloud application development. As further evidence of the value of adopting this strategy, the latest
version of ASVS 2.0 was released in 2014 and it is currently used as a certifiable standard for the
evaluation of web applications.
ASVS 2.0 is presented as a security checklist which asks a series of questions against which you can
assess your security features. It is possible to create a custom security assessment checklist by taking
the ASVS 2.0 as a foundation and removing any security check that relates more to client side security
and/or HTML/Javascript considerations, focusing solely on server side requirements.
Even if ASVS is a powerful assessment tool, compliant with the need for a solution that is easily
usable by developers and applicable in terms of short tasks, it explicitly addresses only web-based
applications, and cannot be used to assess components that have different features.
Similarly, in order to assess security of databases it is possible to find interesting set of best practices,
expressed in terms of questions to verify and/or checklists of actions to perform (like Berkley DB best
Practices11), that help verifying security principles and correct implementation of countermeasures in
very specific contexts.

9

https://cloudsecurityalliance.org
http://www.owasp.org
11
https://security.berkeley.edu/resources/best-practices-how-articles/database-hardening-best-practices
10
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According to such consideration, the Per-Component Security Assessment sub-task of the MUSA
SSDE process was thought as a step that integrate many different sources of information in a single
assessment process. The core idea is that adoption of SLA as a basis to represent security enables us to
have a clear baseline to perform a systematic security assessment with a limited effort.
Thanks to the Per-Component SLATs, we have a detailed list of security controls required for each
component of the multi-cloud application. Such detailed description of security requirement enables us
to drive security assessment starting from the security control themselves: we do not need a generic
procedure to verify what is implemented, but we need to verify each of the specific security controls
listed in the Per-Component SLAT.
The approach, again, relies on the usage of catalogues and static mapping of security controls and
different sources of security best practices. In order to automate the process, we collected together
different assessment questionnaires and best practices and each question/best practice/definition was
associated to the NIST security controls as a mean to verify its correct implementation.
The sources adopted, at state of art, are the following:
• Security Controls definition from NIST SP-800-53
• ASVS questions
• Berkley DB Best Practices
• CSA CAIQ.
Through this methodology, we are able to verify each security control submitting to the MUSA SSDE
developer a set of questions, and actions to perform, in order to grant the correct implementation of
security controls. Questions are selected taking into account the nature of the component (e.g. if it is a
web application we include ASVS as source, and we do not otherwise) and a security control will be
considered correctly implemented only if all questions are positively answered.
The questions and best practices are formulated, commonly, in a way that does not need very high
security skills, so developers with basic security skills are usually able to correctly reply, offering a
concrete evaluation of the security assessment.
The resulting Per-Component Security Assessment task is probably the most time expensive activity
in the MUSA SSDE process, but has the great advantage that can be executed even partially during
common development activities and regularly updated during the execution of other tasks.
An example of security assessment, developed in the context of a collaboration with the CoSMIC EU
project, was presented in [39].

4.4 Per-Application Security Assessment
Per-Application Security Assessment, aims at producing the SLA of each components/service (i.e.
what each component/service is able to offer to the components/services/customer that use its
functionalities) and the SLA of the multi-cloud application (i.e. what the multi-cloud application
grants to its own customers).
The technique we adopt to produce such SLAs was introduced in the modelling section as security
SLA composition. According to the definition of SLA, SLA composition aims to identify the security
policy of each of the services composing the application and the security policy associated to the
whole application, i.e. the set of security controls that can be declared as correctly implemented on
each service and for the application seen as a whole.
The Per-Component security assessment collects all the information needed to identify the SLA that
each component supports, i.e. what each component is able to grant, if the context in which it is
executed, correctly uses its features.
41

D2.3: Final SbD methods for multi-cloud applications

42

The Per-Component steps grants that the MACM model has all the information needed to perform
SLA composition available, consequently the Per-Application Security assessment consists simply in
executing the SLA composition process and retrieve the results in terms of (composed) SLAs, that lists
all the security controls implemented by each of the components/services.
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Tools

This section documents the software framework and tools developed in order to manage the graphbased models (Section 5.1) and the implementation of the SLA generation tool (Section 5.2).

5.1 The MACM Development framework
The MACM development framework is useful to easily perform the SLA composition of a multi-cloud
application. This section provides an overview of the framework, starting from the packages in which
the framework has been split, and then illustrating the different data Models and the Engines. The
Models are a representation of the previously illustrated graph, while the Engines can be seen as the
core of the framework whose aim is to offer two macro functionalities: the SLA Composition and its
Optimization.

5.1.1 Packages
The framework has been developed splitting its code mainly in two macro packages
“eu.musaproject.multicloud.engine” and “eu.musaproject.multicloud.models”.

Figure 11: MACM packages
In the table below, there is a brief explanation of each package shown in the above diagram. More
details can be found in the next sections.
Package name: eu.musaproject.multicloud.engines
Description: this package contains all the engines useful to the SLA composition and the
optimization.
Package name: eu.musaproject.multicloud.models
Description: this package contains all the supported graph models.
Package name: eu.musaproject.multicloud.converters
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Description: this package contains all the converters useful to convert data from a format to
another. (i.e. from CAIQ to WSAG, from CAIQ to MACM, from WSAG to neo, etc.).
Package name: eu.musaproject.multicloud.scenarios
Description: this package contains many scenarios, useful to understand how the framework can
be used.
Package name: eu.musaproject.multicloud.utilities
Description: this package contains utility classes used in the whole framework.

5.1.2 Models
The Models are a representation of the MACM graph, in fact each model has a set of peers and a set of
relationships.
This section first describes the generic graph model, and then there is an explanation of the other two
models developed in the framework: the “MACM” and the “MACM SLA” models. The two main
methods provided by each graph model are: readNeo() and writeNeo(). Through these methods, it is
possible to get a graph representation from a Neo4J model, and to override the neo4J model from the
graph model, set in the framework.

5.1.2.1 Graph Model

Figure 12: MACM graph model
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Package name: eu.musaproject.multicloud.models.graphs
Description: this package contains the classes useful to model a generic graph.
Description and Goal
Class Name
It represents the generic node of a graph. This
Peer
class offers various methods to get and set one
or more properties of each peer. The class
Properties represents a persistent set of
properties.
It represents the relationship between two nodes
Relationship
of a graph. In fact each relationship has a
startNode and an endNode.
It represents the generic graph that is a set of
GraphModel
“Peers” and “Relationships”. Through the
various add, get and set methods, it allows to
setup a new graph or get info about the graph.
It represents an interface that can be
TypeInterface
implemented by other classes in order to define
various types of enumerations. It offers the
method isInType that has to be implemented in
order to get the name associated to its
enumeration value.

5.1.2.2 MACM
The MACM model is a specialization of the graph model. It offers many methods to add Peers and
Relationships. The supported Peers and Relationships are defined in the classes macmPeerType and
macmRelationshipType. This model has the aim to represent a software deployment as a graph in
terms of CSP, PaaS, SaaS and SLA.

Figure 13: MACM model
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Package name: eu.musaproject.multicloud.models.macm
Description: this package contains the classes useful to model the MACM graph.
Description and Goal
Class Name
It is an implementation of the interface
MacmPeerType
TypeInterface, and it is an enumeration that
defines the list of peer’s types allowed.
It is an implementation of the interface
MacmRelashionshipType
TypeInterface, and it is an enumeration that
defines the list of relationship’s types allowed.
It extends the graphModel class and represents a
MACM
specific graph model. Through the various add
methods, it is possible to add new peers and new
relationships to the graph.
The methods syncNeo allows to synchronize the
Peers or the Relationships with the information
stored into the database that represent a Neo4J
model.

5.1.2.3 MACM SLA
The MACM SLA model is another specialization of the graph model. It offers many methods to add
Peers and Relationships. The supported Peers and Relationships are defined in the classes
SLAPeerType and SLARelationshipType. In this model, the MACM has the aim to represent a Service
Level Agreement as a graph: in fact, its nodes are the Security Controls, the Control Family, the SLOs
and the Metrics.
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Figure 14: MACM SLA model
Package name: eu.musaproject.multicloud.models.macmSLA
Description: this package contains the classes useful to model the MACMSLA graph.
Description and Goal
Class Name
It is an implementation of the interface
SLAPeerType
TypeInterface, and it is an enumeration that
defines the list of peer’s types allowed for this
graph.
It is an implementation of the interface
SLARelashionshipType
TypeInterface, and it is an enumeration that
defines the list of relationship’s types allowed
for this graph.
It extends the graphModel class and represents a
MacmSLA
specific graph model. Through the various add
methods, it’s possible to add new peers and new
relationships to the graph.
The methods synNeo allows to synchronize the
47
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Peer or the Relationship with the information
stored into the database that represent a Neo4J
model.
It represents a specific MacmSLA graph where
the slaPeerType has the value equals to SLAT.

5.1.3 Engines
The engines offered by the framework are divided in two macro classes: one related to the composition
and another one related to the optimization. In this section, each class is analysed.

5.1.3.1 Composition
The composition engine is the one responsible to perform the SLA composition. The abstract class
SLAComposer is the one that has to be extended in order to customize the way the composition is
performed. In the framework three classes have been developed that extends the SLAComposer. A key
class of the whole composition process is the SLAReasoner that uses the NISTrules to perform the
composition.

Figure 15: The Composition Engine Class diagram
Package name: eu.musaproject.multicloud.engine.composition
Description: this package contains the classes useful to model the MACMSLA graph.
Description and Goal
Class Name
It is an abstract class that offers set and get
SLAComposer
methods that have to be defined by the classes
that extends it.
The method that allows to perform the whole
48
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composition process is the session method.
It has also a reference to SLAReasoner class in
order to perform the composition.
It evaluates the controls of each SLA, and
defines the controls that will be still valid after
the composition.
It applies the rules defined in a file
nist.properties to controls that are found during
the composition.
-It represents the class that manages the
composition of SLAs represented in WSAG
format.
It represents the class that manages the
composition of SLAs represented in CS3M
format.
It represents the class that manages the
composition of SLAs represented in CS3M
format, offering a console to the user in order to
perform queries after the composition is
completed.

5.1.3.2 Optimization
The Optimization engine is the one responsible to determine the “best” deployable solution; it starts
from the “valid combinations” computed by the generators and evaluates each of them according to
specific criteria. The abstract class that represents the generic generator is DistributionGenerator that
has to be extended to build a specific generator.

Figure 16: The DistributionGenerator Class diagram
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Package name: eu.musaproject.multicloud.deployments.generators
Description: this package contains the classes useful to model the MACMSLA graph.
Description and Goal
Class Name
It is an abstract class that offers method start(),
DistributionGenerator
next() and printLexical()
It is a specialization of the abstract class
CombinationGenerator
DistributionGenerator, that mainly splits the
“values” in different “sets” (i.e. creates for each
CSP a set of VM that will be allocated on that
CSP)
It is a specialization of the abstract class
SetPartitionsLexicalOrderGenerator
DistributionGenerator, that mainly splits the
“values” in different “sets” (i.e. creates for each
CSP a set of VM that will be allocated on that
CSP). The sets are lexically orders, that is each
set differs from the previous one for just one
element.
It represents the class used by the optimizers to
MultiCSPDeployer
create sets of elements that will be evaluated in
order to get the “best solution”. In order to
perform
its
action,
it
uses
both
CombinationGenerator
and
SetPartitionsLexicalOrderGenerator classes.
Represents
a
specialization
of
the
SingleCSPDeployer
SetPartitionsLexicalOrderGenerator class. It is
used by the MultiCSPDeployer.
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Figure 17: The Optimization Class diagram
Package name: eu.musaproject.multicloud.deployments.generators,
eu.musaproject.multicloud.deployments.optimization
Description: this package contains the classes useful to model the MACMSLA graph.
Description and Goal
Class Name
It represents an abstract class that has a
Deployer
reference to the MACM class and a reference to
Deployment class. The main method that has to
be defined by the class that inherits is “deploy()”
that, after an optimization phase, returns a
specified Deployment.
Is an abstract class that starting from the
Deployment
offerings (a list of VMs in terms of hardware
and software properties, for each CSP) allows to
compute a MACM that can be deployed. This
operation has to be defined by classes that
inherit it, such as DeploymentMapBased and
LexicalDeployment.
It is a specialization of Deployer class, and
GeneratorOptimizer
computes all valid combination according to
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specified criteria.
It is a specialization of Deployer class. Through
a genetic algorithm, it computes all the valid
combination.

AHPGenerator

5.2 The SLA Generator Tool
The SLA Generator tool allows a developer to model a multi-cloud application in terms of its
components and to obtain a Security SLA for each component.
As already explained, this is achieved through a risk analysis process aimed at identifying the main
existing vulnerabilities. Resulting SLAs will specify the requested security controls and will define the
service level objectives in terms of standard security metrics.
The Service Level Agreement generation tool enables:
1. The identification of security requirements through a risk analysis process. Requirements are
represented in terms of Service Level Agreements.
2. Security assessment of software components: assessing the security compliance of
application’s components according to the security requirements expressed in the Service
Level Agreement.
3. Cloud application Security assessment: assessing the security compliance of the multi cloud
application, taking into account the chosen cloud service providers security features, and the
cloud application deployment

5.2.1 Use cases
In this section will be described all the interactions of a developer with the component. The following
use case diagram has been created for this purpose.
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Figure 18: SLA Generation Tool Use Case Diagram
The following tables describe in detail the use cases defined in Figure 18.

Use Case Name
Actors
Entry (pre-conditions)
Exit (post-conditions)
Input
Output
Flows of events

Alternative Flows
Extensions

Inclusions

Table 9. Setup Application
Setup Application
Developer
The developer can choose the method to setup an application
1 The developer opens the SLA Generation tool in a browser
2 The developer opens the “App Id” menu in the top bar and chooses
Setup Application
• Import Application from MACM
• Create Application
• Open Application
-
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Extensions

Table 10. Import Application from MACM
Import Application from MACM
Developer
The developer has executed the Setup Application use case
A new application is set into the tool
• The file that contains the MACM representation of the application to
import
• The id of the application
The developer can show the details of the application
1 The developer chooses the file that contains the MACM
representation of the application, from the file system
2 The developer inserts the id of the application in the field text
3 The developer submits the file and the id
• The MACM is not recognized
An IllegalArgumentException is thrown
-

Inclusions

-

Use Case Name
Actors
Entry (pre-conditions)
Exit (post-conditions)
Input

Output
Flows of events

Alternative Flows

Use Case Name
Actors
Entry (pre-conditions)
Exit (post-conditions)
Input
Output
Flows of events
Alternative Flows
Extensions
Inclusions

Use Case Name
Actors
Entry (pre-conditions)
Exit (post-conditions)
Input
Output
Flows of events

Alternative Flows
Extensions

Table 11. Create Application
Create Application
Developer
The developer has executed the Setup Application use case
A new application is set into the tool
• The name of the application
The developer can show the details of the application or add new
components to it
1 The developer inserts the name of the application into a field text
2 The developer submits the request
• Create Component
Table 12. Create Component
Create Component
Developer
The developer has executed the Create Application use case.
A new component is added to the application.
• The name of the component
• The type of the component
The developer can show the details of the application or add new
components to it.
1 The developer inserts the name of the component into a field text.
2 The developer chooses the type of the component he wants to
create.
3 The developer submits the request.
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-

Alternative Flows
Extensions

Table 13. Open Application
Open Application
Developer
The developer has executed the Setup Application use case.
A new application is set into the tool.
• The id of the application
• The id of the component to be set as active
The developer can show the details of the application.
1 The developer chooses in a list of applications, the one he wants to
open.
2 The developer chooses in a list of components, the one he wants to
set as active.
-

Inclusions

-

Use Case Name
Actors
Entry (pre-conditions)
Exit (post-conditions)
Input
Output
Flows of events

Use Case Name
Actors
Entry (pre-conditions)
Exit (post-conditions)
Input
Output
Flows of events
Alternative Flows
Extensions
Inclusions

Table 14. Show Application
Show Application
Developer
An application has to been set into the tool.
The developer can show the details of the application.
1 The developer chooses the “App View” option from the menu in the
top bar.
• Select Active Component
-

Alternative Flows
Extensions

Table 15. Select Active Component
Select Active Component
Developer
The developer has executed the Show Application use case.
A component is set as active into the tool.
The developer can manage a component that has chosen.
1 The developer chooses the component he wants to activate by
clicking the select button.
-

Inclusions

-

Use Case Name
Actors
Entry (pre-conditions)
Exit (post-conditions)
Input
Output
Flows of events
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Alternative Flows
Extensions

Table 16. Execute Risk Analysis
Execute Risk Analysis
Developer
An application has to been set into the tool and a component is set as
active.
The developer can proceed with Risk Analysis.
1 The developer chooses the “Risk Analysis” option from the menu in
the top bar.
2 The developer starts the Risk Analysis.
-

Inclusions

•

Use Case Name
Actors
Entry (pre-conditions)
Exit (post-conditions)
Input
Output
Flows of events

Select Threats

Alternative Flows
Extensions

Table 17. Select Threats
Select Threats
Developer
The developer has executed the Execute Risk Analysis use case.
The threat related to the component set as active are stored into the
tool.
The developer can proceed with Risk Evaluation.
1 The developer clicks the button “Load Questions”.
2 The SLA Generator Tool shows all the questions related to the active
component.
3 The developer answers the questions by select YES or NO for each of
them and submits the questions.
4 The SLA Generator Tool shows all threats related to the question
marked as YES.
-

Inclusions

•

Use Case Name
Actors
Entry (pre-conditions)
Exit (post-conditions)
Input
Output
Flows of events

Use Case Name
Actors
Entry (pre-conditions)
Exit (post-conditions)
Input
Output
Flows of events

Evaluate Risks

Table 18. Evaluate Risks
Evaluate Risks
Developer
The developer has executed the Select Threats use case.
The Risk Analysis of the component set as active is stored into the tool.
Threats selection results
The developer can proceed with Controls Selection.
1 The SLA Generator Tool shows all the threats related to the active
component.
2 The developer identifies the threats’ business impact by assigning
proper scores to each of the available indicators belonging to the
probability of impact categories.
3 The SLA Generator Tool shows the Risk Evaluation results.
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-

Inclusions

•

Use Case Name
Actors
Entry (pre-conditions)
Exit (post-conditions)
Input
Output
Flows of events

Alternative Flows
Extensions
Inclusions
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Select Controls

Table 19. Select Controls
Select Controls
Developer
The developer has executed the Evaluate Risks use case.
The Security Controls related to the active component are stored into the
tool.
Threats Selection results
The developer can proceed with the SLA Generation on the active
component.
1 The SLA Generator Tool shows all the Security Controls related to
the active component.
2 The developer selects the appropriate Security Controls by select
YES or NO for each of them and submits the controls.
• Show Results
-

Alternative Flows
Extensions

Table 20. Show Results
Show Results
Developer
The developer has executed the Select Controls use case
The developer can show the results of the Risk Analysis related to the
active component.
1 The developer chooses the “Analysis Results” option from the
wizard navigation bar.
2 The SLA Generator Tool shows the table that represents the Risk
Evaluation summary.
3 The developer can select the Threat or the Control among those
selected during the risk analysis and shows the details.
-

Inclusions

-

Use Case Name
Actors
Entry (pre-conditions)
Exit (post-conditions)
Input
Output
Flows of events

Use Case Name
Actors
Entry (pre-conditions)
Exit (post-conditions)
Input

Table 21. Generate SLAT
Generate SLAT
Developer
An application has to been set into the tool, a component has to been set
as active and a Risk Analysis has to been executed for it.
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Flows of events
Alternative Flows
Extensions
Inclusions
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The developer can proceed with the SLAT generation.
1 The developer chooses the “SLA Generation” option from the menu
in the top bar.
• Store SLAT
• Show SLAT
• Load Metrics

Alternative Flows
Extensions

Table 22. Load Metrics
Load Metrics
Developer
The developer has executed the Generate SLAT use case.
The developer can show the list of the metrics related to the active
component.
1 The developer clicks on the “Load Metrics” buttons.
2 The SLA Generation tool loads all the metric related to the active
component.
3 The SLA Generation tool shows the list of the loaded metrics.
-

Inclusions

•

Use Case Name
Actors
Entry (pre-conditions)
Exit (post-conditions)
Input
Output
Flows of events

Define SLOs

Alternative Flows
Extensions

Table 23. Define SLOs
Define SLOs
Developer
The developer has executed the Load Metrics use case.
The SLOs related to the active component are stored into the tool and a
SLAT for it is shown to the developer.
The developer can show the SLAT related to the active component that
the tool has generated.
1 The developer chooses the Metrics he wants and define a value for
each of them to define the related SLOs.
2 The developer clicks the “Generate SLAT” button.
3 The SLA Generation tool get the SLOs list and generate the SLAT.
4 The SLA Generation tool shows the SLAT generated in xml format.
-

Inclusions

-

Use Case Name
Actors
Entry (pre-conditions)
Exit (post-conditions)
Input
Output
Flows of events

Table 24. Store SLAT
Use Case Name
Actors
Entry (pre-conditions)

Store SLAT
Developer
The developer has executed the Generate SLAT or Generate Assessed
SLAT use case.
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Exit (post-conditions)
Input
Output
Flows of events
Alternative Flows
Extensions

The SLAT related to the active component is stored into the tool.
The SLAT of the active component.
The developer can show the id related to the stored SLAT
1 The developer clicks the button “Store SLAT”.
2 The SLA Generation tool get the SLAT and store it.
-

Inclusions

-
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Table 25. Show SLAT
Use Case Name
Actors
Entry (pre-conditions)

Alternative Flows
Extensions

Show SLAT
Developer
The developer has executed the Generate SLAT or Generate Assessed
SLAT use case.
The SLAT related to the active component is shown into the tool in a
pretty form.
The SLAT of the active component
The developer can show the SLAT related to the active component
1 The developer clicks the button “Show SLAT”.
2 The SLA Generation tool open the “Sla View” page and shows the
SLAT in pretty form.
-

Inclusions

-

Exit (post-conditions)
Input
Output
Flows of events

Inclusions

Table 26. Generate Assessed SLAT
Generate Assessed SLAT
Developer
An application has to been set into the tool, a component has to been set
as active and a SLAT has to been created for it
The developer can proceed with the Assessed SLAT generation
1 The developer chooses the “Sla Assessment” option from the menu
in the top bar.
• Store SLAT
• Show SLAT
• Load Questions

Use Case Name
Actors
Entry (pre-conditions)
Exit (post-conditions)
Input

Table 27. Load Questions
Load Questions
Developer
The developer has executed the Generate Assessed SLAT use case
-

Use Case Name
Actors
Entry (pre-conditions)
Exit (post-conditions)
Input
Output
Flows of events
Alternative Flows
Extensions
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Output
Flows of events

Alternative Flows
Extensions
Inclusions

Use Case Name
Actors
Entry (pre-conditions)
Exit (post-conditions)
Input
Output
Flows of events

Alternative Flows
Extensions
Inclusions

Use Case Name
Actors
Entry (pre-conditions)
Exit (post-conditions)
Input
Output
Flows of events

Alternative Flows
Extensions
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The developer can show the list of the questions related to the active
component to execute the assessment.
1 The developer clicks on the “Load Questions” buttons.
2 The SLA Generation tool loads all the questions related to the active
component.
3 The SLA Generation tool shows the list of the loaded questions. A
questionnaire for each security control is shown.
•

Answer the Questionnaire

Table 28. Answer the Questionnaire
Answer the Questionnaire
Developer
The developer has executed the Load Questions use case.
The questionnaire related to the active component is stored into the tool
and an assessed SLAT for it is shown to the developer.
The developer can show the assessed SLAT related to the active
component that the tool has generated
1 The developer clicks the “Show Questionnaire” button for each
control and answers the questionnaire by select the appropriate
response between: No, Not Applicable or Yes.
2 The developer clicks the “Submit and Validate Questionnaire”
button.
3 The SLA Generation tool get the questionnaire answers list and
generate the assessed SLAT.
4 The SLA Generation tool shows the assessed SLAT generated in xml
format.
Table 29. Generate SLAs
Generate SLAs
Developer
An application has to been set into the tool and a SLAT or an assessed
SLAT is available for each component
A SLA for each component is created and is available
The developer can proceed with the “Retrieve and Store SLAs” use case
1 The developer chooses the “Sla Compose” option from the menu in
the top bar.
2 The developer clicks on “Compose Application” button.
3 The SLA Generator tool execute the generation of the SLA for each
component of the application.
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Retrieve and Store SLAs

Alternative Flows
Extensions

Table 30. Retrieve and Store SLAs
Retrieve and Store SLAs
Developer
The developer has executed the Generate SLAs use case
A SLA for each component is available and stored into the tool
The developer can shows the SLAs related to the components of the
application
1 The developer clicks the “Retrieve Composed SLAs” button
2 The SLA Generation tool get the SLAs generated and store them into
the tool
3 The developer can select a component and show the associated SLA
using the “SLA View” page
-

Inclusions

-

Use Case Name
Actors
Entry (pre-conditions)
Exit (post-conditions)
Input
Output
Flows of events

5.2.2 Data Model
In this section will be described the Entity Relationship Model that the SLA Generation tool uses to
manage all the information exchanged through the web interface.

Figure 19: SLA Generation tool ER Model
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The ER Model of SLA Generation tool can be divided in two parts: the first is useful to store all the
static information of the tool, as the list of threats, security controls and metrics (this part is visible in
the bottom part of the image that shows the ER Model), the second part is useful to store the dynamic
information that the tool manage, that is, all the information that the developer inserts when he uses
the SLA Generation tool (e.g. the applications, the components or the threats, the security controls and
the metrics that the developer chooses), this part is visible in the top part of the ER Model in Figure
19.
Below are described the features of each entity shown in the ER Model. No associative tables are
described. At first are described the entities useful to manage the static information of the tool.
Table 31. threats
Entity name: threats
Description: this entity is useful to store all the threats that the tool knows
Relationships
Type
Entity
Many-to-Many
strides
Many-to-Many
questions_threat
Many-to-Many
component_types
controls
Many-to-Many
Table 32. strides
Entity name: strides
Description: this entity is useful to store all the strides categories that the tool knows
Relationships
Type
Entity
Table 33. questions_threat
Entity name: questions_threat
Description: this entity is useful to store all the questions related to each threat known by the tool
Relationships
Type
Entity
Table 34. component_types
Entity name: component_types
Description: this entity is useful to store the component types that the tool can manage
Relationships
Type
Entity
Table 35. controls
Entity name: controls
Description: this entity is useful to store all the security controls that the tool knows
Relationships
Type
Entity
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questions_control
metrics
Table 36. questions_control

Entity name: questions_control
Description: this entity is useful to store all the questions related to each security control known by
the tool
Relationships
Type
Entity
Many-to-Many
component_types
Table 37. metrics
Entity name: metrics
Description: this entity is useful to store all the metrics that the tool knows
Relationships
Type
Entity
Below are described the entities useful to manage the dynamic information of the tool.
Table 38. applications
Entity name: applications
Description: this entity is useful to store the applications managed through the tool
Relationships
Type
Entity
One-to-Many
components
Table 39. components
Entity name: components
Description: this entity is useful to store the components related to a particular application
Relationships
Type
Entity
Many-to-One
applications
One-to-One
component_types
One-to-Many
component_threats
One-to-Many
component_controls
Table 40. component_threats
Entity name: component_threats
Description: this entity is useful to store the threats related to a particular component, or better, the
threats that the developer has choose. Moreover, this entity contains the value that the developer
has insert during the Risk Evaluation step.
Relationships
Type
Entity
Many-to-One
components
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threats
Table 41. component_controls

Entity name: component_controls
Description: this entity is useful to store the security controls related to a particular component, or
better, the security controls that the developer has choose.
Relationships
Type
Entity
Many-to-One
components
controls
One-to-One
component_control_metrics
One-to-Many
component_control_questions
One-to-Many
Table 42. component_control_metrics
Entity name: component_control_metrics
Description: this entity is useful to store the SLOs related to a particular security control that the
developer has choose and defined through the tool. In fact, the column “value” is useful to store the
value of the SLO that the user has insert.
Relationships
Type
Entity
Many-to-One
component_controls
metrics
One-to-One
Table 43. component_control_questions
Entity name: component_control_questions
Description: this entity is useful to store the answers selected by the developer during the
assessment phase. Each answer is related to a particular question with a one-to-one relationship.
Relationships
Type
Entity
Many-to-One
component_controls
questions_control
One-to-One

5.2.3 Application Architecture
The SLA Generator Tool is a Web Application so its architecture can be explained with the following
Figure.
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Figure 20: The SLA Generator Tool Architecture

5.2.3.1 Package and Class diagrams

Figure 21: The Package Diagram
As described in Figure 21, the SLA Generation Tool is composed by three packages, detailed in the
following tables:
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Table 44. Controller Package
Package name: eu.musaproject.slagenerator.controller
Description: this package contains the classes that represent the controllers useful to implement the
Rest services that the SLA Generator tool exposes to the graphical interface. This package, along with
the service package, represents the Business Logic Layer of the application.
Relashionships
Type
Package
Description
USE
eu.musaproject.slagenerator.repositorie
The controllers use the repositories to
s
access the data management layer and to
manage the stored data
USE
eu.musaproject.slagenerator.service
The controllers use the services to
perform elaborations useful for processing
requests
Table 45. Repositories Package
Package name: eu.musaproject.slagenerator.repositories
Description: this package contains the classes that implement the repositories useful to access the
stored data. This package represents the Data Access Layer of the application.
Relationships
Type
Package
Description
Table 46. Service Package
Package name: eu.musaproject.slagenerator.service
Description: this package contains the classes that implement the helpers’ services useful to execute
the data processing and elaboration. As mentioned, this package represents part of Business Login
Layer of the application.
Relationships
Type
Package
Description
USE
eu.musaproject.slagenerator.repositorie The helpers’ services use the repositories
s
to access the data management layer and
to manage the stored data
The controller classes represent the core of the Application, each of them implements the service
useful to execute one of the feature that the SLA Generator Tool offers.
Below, each controller class is described in detail:
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Figure 22: The AppSetup Controller Class Diagram
Table 47. AppSetupController Class
Class name: AppSetupController
Description: this controller implements all the services useful to setup a new application into the
system or to open/import an existent application.
Relationships
Type
Class
Description
Zero or One
AppSetupHelper
The AppSetup Controller uses the services of the
AppSetupHelper class to execute more expansive
processing
Zero or One
RestClient
The RestClient service is used to offer the ability to
setup applications from external component that
offers REST services
Zero or One
ApplicationRepository
This repository is used to execute the CRUD
operations on the Application entities
Zero or One
ComponentRepository
This repository is used to execute the CRUD
operations on the Component entities
Zero or One
ComponentTypeRepository
This repository is used to assign a recognized type to
a Component
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Figure 23: The RiskAnalysis Controller Class Diagram
Table 48. RiskAnalysisController Class
Class name: RiskAnalysisController
Description: this controller implements all the services useful to execute the risk analysis process.
Relationships
Type
Class
Description
Zero or One
RestClient
The RestClient service is used to offer the ability to
update the state of the active component when an
external REST service is used.
Zero or One
ComponentRepository
This repository is used to fetch the active component
details.
Zero or One
ThreatRepository
This repository is used to fetch the list of threat that
can be associated to the active component.
Zero or One ComponentThreatRepositor
This repository is used to store the threats related to
y
the active component that the developer chose.
Zero or One
ControlRepository
This repository is used to fetch the list of security
controls that can be associated to the active
component.
Zero or One ComponentControlReposito
This repository is used to store the security controls
ry
related to the active component that the developer
chose.
Zero or One ComponentControlQuestion This repository is used to remove any answer that the
Repository
developer has provided if he is running the risk
analysis a second time.
Zero or One ComponentControlMetricRe
This repository is used to remove any metric
pository
associated to each control if the risk analysis is
running a second time.
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Figure 24: The SlaGeneration Controller Class Diagram
Table 49. SlaGenerationController Class
Class name: SlaGenerationController
Description: this controller implements all the services useful for the SLAT generation process, both
during the SLAT and assessed SLAT generation phase.
Relationships
Type
Class
Description
Zero or One
SlaGeneratorHelper
The SlaGenerator Controller uses the services of the
SlaGeneratorHelper class to execute more expansive
processing.
Zero or One
RestClient
The RestClient service is used for two goals: first, to
offer the ability to update the state of the active
component when an external REST service is used;
second, to put the generated SLAT in a SLA repository.
Zero or One
ApplicationRepository
This repository is used to fetch the application details
and to store its new state.
Zero or One
ComponentRepository
This repository is used to fetch the active component
details and to store: its new state and the id of the
generated SLAT.
Zero or One ComponentControlMetricRe
This repository is used to fetch the list of metrics
pository
associated to each control and to store the SLOs
defined by the developer.
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Figure 25: The Assessment Controller Class Diagram
Table 50. AssessmentController Class
Class name: AssessmentController
Description: this controller implements all the services useful to execute the Assessment process.
Relationships
Type
Class
Description
Zero or One
ComponentRepository
This repository is used to fetch the active component
details and to store: its new state and the id of the
generated SLAT.
Zero or One ComponentControlQuestion
This repository is used to fetch the list of questions
Repository
associated to each control and to store the answers
provided by the developer.

Figure 26: The Compose Controller Class Diagram
Table 51. ComposeController Class
Class name: ComposeController
Description: this controller implements all the services useful to generate the SLA for each
70
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component of the application under study.
Relationships
Type
Zero or One

Class
ComposerHelper

Zero or One

RestClient

Zero or One

ApplicationRepository

Zero or One

ComponentRepository

Description
The Compose Controller uses the services of the
ComposerHelper class to execute more expansive
processing.
The RestClient service is used for two goals: first, to
offer the ability to update the state of the application
components when an external REST service is used;
second, to put the generated SLA in a SLA repository.
This repository is used to fetch the application details
and to store its new state.
This repository is used to fetch the application
components details and to store: its new state and the
id of the generated SLA.

5.2.4 Processes
In the following sections, we will illustrate the usage of the SLA generator tool through the adoption
of sequence diagrams.

5.2.4.1 MUSA Applications Setup
In this section are detailed the steps to setup a new MUSA application using the available options:
application from MACM, new application setup, open an existent application.

Figure 27: Setup App from MACM Sequence Diagram
As displayed into the sequence, to setup an application from its MACM representation, the developer
has to load the MACM of the application and its ID [s1-1.1]. The application is stored in neo4j
database [s1.1.1] and the Application Backend get the stored application using the MACM
Development Framework using the appID [s1.1.2-1.1.3], so the application is processed and stored
into MySQL database [s1.1.4-1.1.5], finally a message is delivered to the developer and the
application is setup into the system [s.1.1.6-1.2.1].
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Figure 28: Create New App Sequence Diagram
To create a new application, the developer has to insert the name of the application he wonts create
and submit the request [s.1]. The request is processed by the Application backend and a new
application is stored in MySQL database [s1.1-1.1.1]. When a confirmation message is shown by the
developer [s1.1.2-2], he can proceed with the creation of all component he wants by submitting for
each component its name and type [s3]. The application Backend process the request and store a new
component into the database [s3.1-3.1.1]. A message is delivered to the developer and a new
component is setup into the system [s.3.1.2-4].

Figure 29: Open an Application Sequence Diagram
When a developer wants to open an application that already is stored into the system, he needs to
simply submit the application name and id [s1]. The Application Backend proceeds with the fetch of
the application from the database [s1.1.1-1.1.2], so process it and a message is delivered to the
developer to inform that the application is setup into the system [s1.1.3-2].

5.2.4.2 Risk Analysis
This section describes the steps related to Risk Analysis process.
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Figure 30: Risk Analysis Sequence Diagram
As displayed into the sequence diagram, to start with the risk analysis the developer executes a request
for this purpose [s1]. The Application Backend receives the request, fetch the list of questions related
to the active component from the database and sends them to the web UI [s1.1-1.2]. When the list of
questions is shown, the developer answers the questions and submit the choice [s2-3].
The questions are sent to the Application Backend that process them and fetch the list of associated
threats from the database [s3.1-3.1.3]. The list of threats is sent to the web UI and shown to the
developer [s3.2-4].
When the list of threat is shown the developer can proceed by clicking a start evaluation button, the
web UI that has all the information to process the request generates the form useful for the evaluation
and shows it to the developer [s5-6].
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The developer proceeds with the risk evaluation by filling the boxes with the appropriate values for
each threat and finally submit the evaluation [s7-8]. When the evaluation is sent to the Application
Backend, it is stored in database and the list of security controls is fetch from it [s8.1-8.1.3].
The Application Backend sends the list of security controls to web UI that shows a confirm message
related to the evaluation submission to the developer [s8.2-9].
When the developer proceeds with the security controls selection, the web UI already has the list of
controls, so it can display the list of them [s10-11].
The developer can choose the security controls that he wants and submit them [s12]. At this point, the
list of selected controls is sent to the Application Backend that stores it into the database and returns a
confirmation message to the web UI [s12.1-12.2]. Finally, the web UI display the confirmation
message to the developer [s12.2.1].

5.2.4.3 SLAT Generation
This section describes the steps related to process of SLAT Generation.

Figure 31: SLAT Generation Sequence Diagram
To create a SLAT, the developer has to access to a specific section of the SLA Generation tool where
he can execute the start of the SLAT generation [s1]. When the Application Backend receives the
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request starts with the fetch of the list of metrics associated to the active component from the database
and retrieve it to the webUI component [s1.1-1.2].
The webUI displays the list of the metric within a form where the developer can define the SLO value
related each metric and submit the defined SLOs at the end of the operation to store them into the
database [s2-5].
At this point, the developer can execute the SLAT generation, the Application backend receives the
request and execute the generation of the SLAT that is displayed on the web interface [s6-7]. Only
when the SLAT is generated, the developer can proceed with its store [s8].
To store the SLAT, the Application backend executes two steps: the first step is useful to store the
SLAT in an external component (SLA Repository) using a REST service [s8.1.1-8.1.2], the second
step is to get the id of the stored SLAT and store it into the SLA Generation Tool database [s8.1.38.1.4].
Finally, a confirmation message that contains the ID of the stored SLAT is shown to the developer
[s8.2-9].

5.2.4.4 Assessment
This section describes the steps related to process of Assessment.
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Figure 32: SLA Assessment Sequence Diagram
As the sequence diagram shows, the assessment phase starts when the developer executes a
“startSLATassessment” request [s1]. To serve the request, the application backend fetches the list of
questions related to each security control of any active component [s1.1-1.2].
When the list of the questions is displayed, the developer can proceed to answer the questionnaire and
its submitting [s2-4].
The questionnaire is sent to the application backend that stores it and produces the SLOs review [s4.15]. At this point, the developer can view the list of all SLOs and can decide to add more or remove
someone [s6-6.1].
As for the SLAT generation, the developer can generate and store the assessed SLAT. The steps 7-10
of this diagram, are the same of the steps 6-9 of the previous one.
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5.2.4.5 Composition
This section describes the steps related to process of the Composition phase.

Figure 33: Composition Sequence Diagram
The composition phase can start only when each component has an associated SLAT. When this is
done, the developer can submit the request of composition to the application backend sending the id of
the application [s1].
To execute the composition, the application backend, uses an external component named: MACM
Development Framework useful to this scope.
The first step of the composition is to read the application MACM and so to set the generated SLAT
for each component [s1.1.1-1.1.3].
When a SLAT for each component is set, the application backend can proceed with the request of
composition to MACM Development Framework that process it and send a confirmation message to
the Application backend [s1.1.4-1.1.4.2]. The confirmation message is forwarded to the developer
[s1.2-2]. In this phase, a SLA for each component is generated and stored by the MACM Developer
Framework within neo4j database.
At this point, the developer can choose to see the generated SLA by submitting a request of
“retrieveSLAs” [s3]. To retrieve the SLAs, the application backend fetches the SLA of each
component from the MACM Development Framework and store it into the SLA Repository [s3.1.13.1.3].
The SLA Repository returns an ID for each saved SLA, this unique identifier is stored by the
application backend and it will be used to fetch the SLA when the developer wants to see it [s3.1.43.2.1].
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5.2.5 SLA Generator guides
5.2.5.1 Installation and Usage
All information regarding installation and usage are available on line in MUSA website at the
following link:
http://musa-project.eu/musa-sla-generator

5.2.6 Source code repository
All the software associated to the SLA Generator Tool described above can be found in a public
repository of bitbucket here:
https://bitbucket.org/account/user/cerict/projects/MUSA
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6 Requirement coverage discussion
This section reports on the coverage of requirements elicited in the context of WP1. In particular, the
considered requirements refer to the following three aspects: (i) the generation of per-component
Security SLAs, (ii) the composition of these SLAs to obtain the multi-cloud application Security SLA,
and (iii) the definition of proper security libraries to provide required security features according to a
given SLA.
As said before, the final SLA Generation tool covers the per-component and composition SLA
generation. For this reason, in the following, we reported the requirements that are relevant for the
SLA Generation process and discuss whether and how they have been covered by the final prototype.

6.1 MUSA SLA Generation
Table 52 summarizes the MUSA requirements that are relevant to the SLA Generation phase.
Table 52. Requirements for the MUSA SLA Generator
ReqID

Title

Description

S1.4-R2

Multi-cloud
app
properties
defining
tool
Tool for defining the
requirements of the
cloud services

The MUSA Framework should provide a tool that support
application architects in the definition of functional and security
properties of multi-cloud applications.
The MUSA Framework should provide a tool that enables
application architects to model functional and security
requirements of the cloud services where the multi-cloud
application will be deployed.
The MUSA Framework should provide a tool that enables
application architects to obtain (as automatically as possible) the
SLA from the application model.
The MUSA Framework should provide a tool that supports
application architects in the definition of application’s security,
functional and business requirements. The tool should enable
the architect to specify complex requirements related to the
usage of the cloud resources belonging to different providers.
The MUSA Framework should provide a mechanism that allows
the user defining security and functional requirements of cloud
resources to use.
The MUSA Framework should provide a mechanism that allows
the user defining security and functional requirements of cloud
resources.
The MUSA framework provides a language which will be used
to define the multi-cloud application security requirements.
(SLA language).

S1.4-R3

S1.4-R4

Support
to
generation

S2.1-R2

Support
defining
multi-facet
requirements

S2.3.1-2

Coherent Interfaces
for user interaction

S3.1-R2

Definition of Security
and Functional reqs

S6.1-R1

SLA

Language for the
specification
of
security properties in
app contract
S6.1-R3
Language for the The MUSA framework provides a modelling language which
specification
of will be used to define the multi-cloud application security
security properties in requirements. (App architecture modelling language).
app model
Since MUSA requirements have been elicited by analysing a set of relevant scenarios, some of them
are overlapping and express the same requirement in practice. Table 53 groups such requirements
without repetitions and summarizes the main required functionalities. Moreover, it reports a brief
discussion of how each requirement has been covered.
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Table 53. Summary of MUSA SLA Generator requirements and coverage
ReqID

Title

Description

SLAGEN_R1 Support for the The MUSA Framework
S1.4-R2
definition
of should provide a tool that
S2.1-R2
multi-cloud
supports
application
application’s
architects in the definition
properties
of functional, business and
security requirements of
multi-cloud applications.
SLAGEN_R2 Support for the The MUSA Framework
S1.4-R3
definition
of should provide a tool that
S2.3.1-2
multi-cloud
enables
application
S3.1-R2
application’s
architects
to
model
components’
functional and security
properties
requirements of the multicloud
application’s
components (i.e., the cloud
services and resources used
by
the
multi-cloud
application).
SLAGEN_R3 Support to SLA The MUSA Framework
S1.4-R4
generation
should provide a tool that
enables
application
architects to obtain (as
automatically as possible)
the
SLA
from
the
application model.
SLAGEN_R4 Definition of a The MUSA framework
S6.1-R1
language
for provides a language which
Security SLAs
will be used to define the
multi-cloud
application
security requirements.
SLAGEN_R5 Definition of a
S6.1-R3
language for the
specification
of
security properties
in app model

The MUSA framework
provides
a
modelling
language which will be used
to define the multi-cloud
application
security
requirements.
(App
architecture
modelling
language).

Coverage discussion
Our SLA Generator enables the
user (application architect) to
identify the main functional
components of the multi-cloud
application and to specify the
security controls that the
application must implement.
Our SLA Generator enables the
user (application architect) to
identify the main functional
components of the multi-cloud
application and to specify the
security controls that each
component must implement. This
is accomplished by carrying out
a threat analysis on each
component and a security
assessment on the overall
application
Our SLA Generator enables the
user (application architect) to
generate a SLA for each
component
and
for
the
application.
The
SLA
is
compliant with the proposed
SLA model.
The language used for the
specification
of
security
requirements is represented by
the Security SLA machinereadable format, discussed in
Deliverable D2.1.
The SLA Generator adopts a
model, named MACM, useful to
define security-related concepts
and to specify the requirements
of a multi-cloud application.
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7 Conclusions
This document provides a description of the final security-by-design approach used to develop multicloud applications in MUSA.
The aim of this document is to explain the further extensions of the Security Service Level Agreement
(SLA) generation and composition method since the initial version described in D2.1 Initial SbD
methods for multi-cloud applications along with the description of the final SLA Generator prototype
architecture and implementation details.
In particular, the document illustrates in detail the adoption of Security SLAs to propose an innovative
Security by Design engineering process and how it has been integrated in the MUSA workflow and
can be easily integrated with other software methodologies, as the agile SCRUM methodology. We
presented in detail the MACM models to represent and compose Security SLAs in order to build and
assess the actual security that a multi-cloud application can grant after its deployment in a multi-cloud
environment and how it strongly depends on the final deployment plan and the selected Cloud Service
Providers.
Finally, we present the final architecture and implementation of the MUSA SLA Generator tool that
has been fully integrated in the MUSA workflow. For further details of the integration of the tool in
the overall MUSA framework, please refer to deliverables D1.4 Final MUSA framework specification
and guide and D1.5 Final MUSA framework implementation.
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Appendix A. MUSA motivation and background
The main goal of MUSA (www.musa-project.eu) is to support the security-intelligent lifecycle
management of distributed applications over heterogeneous cloud resources, through a security
framework that includes: a) security-by-design mechanisms to allow application self-protection at
runtime, and b) methods and tools for the integrated security assurance in both the engineering and
operation of multi-cloud applications.
MUSA overall concept is depicted in the figure below.

Figure A.1: MUSA overall concept
MUSA framework combines 1) a preventive security approach, promoting Security by Design
practices in the development and embedding security mechanisms in the application, and 2) a reactive
security approach, monitoring application runtime to mitigate security incidents, so multi-cloud
application providers can be informed and react to them without losing end-user trust in the multicloud application. An integrated coordination of all phases in the application lifecycle management is
needed in order to ensure the preventive oriented security to be embedded and aligned with reactive
security measures.
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